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AMAFEES /R FA L AR AESEE| SRR

RETER/R® SCX WAEMITIMNERE M KIESRE EANR E I

AM—17K/8, EENKERe i BEE LERRIEL ChatGLM-6B

£l OpenVINO™ Stateful #&815 Runtime 7k 2, TBE ChatGLM

BigDL-LLM: fEH45/Re & L IR KIBSIEE R EEF 723

Z4F/R® Extension for Transformer —AMNE: it LLM CPUIEINERIZA 40x +

W e MK 175 o P M

SEIOUERE/R® 238° Ay R IERR

BEIRT/R® SRFERE R (FE/Re AMX) IR A TERE (AD T{Ef#

B4F/R® E5g® CPU Max &5

i

F5/R° RESIZENDEIFTINER, 1E58 R HERIP




YMATFESRRF/R® 5 ESEI

EHRIESEE) IS fEE1L

AXNET I RAKESERNINZGEEXRMAILIRE SmoothQuant A, AT XM ARKEE, FHIERATHEEBRSEHN
s, IAEEESZEEE/R® Neural Compressor ( https://www intel.cn/content/www/cn/zh/developer/tocls/oneapi/neural-compr
essorhtml ) 1, Z4%5/R® Neural Compressor @—MEEEM. B (RN ) . &8 (ARRE ) MIREEMEREFSHEREER
EREFEARRNFHR Python &, BT, &0 TensorFlow, Z4E/Re Extension for TensorElow ( https://wwuintel.cn/content/www/cn/zh/
developer/tools/oneapi/optimization-for-tensorflow.html ) . PyTorch, Z4%/R® Extension for PyTorch ( https://www.intel.cn/content
[www/cn/zh/developer/tools/oneapi/optimization-for-pytorch.html ) « ONNX Runtime ] MXNet EFERAER, #EESZHRE.

Z4F/R® Neural Compressor BERZIFZIRRIF/RC 29 M, tbiNZEiS/Re Fige ali BAMESE ( hitps://www.intel.cn/content/ww
w/cn/zh/products/details/processors/xeon/scalablentml ) « ZE4F/R® E58° CPU Max #51 ( hitps://www.intel.cn/content/www/cn/z.
h/products/details/processors/xeon/max-serieshtml ) « ZHF/R® FHEFL GPU Flex 5 ( hitps://wwwi.intel.en/content/www/cn/zh
[products/details/discrete-gpus/data-center-gpu/flex-serieshtml ) FIZE4HF/R® RO GPU Max F& 35 ( https://www.intel.com/conte
nt/www/us/en/products/details/discrete-gpus/data-center-gpu/max-serieshtml ) . AR3GH R HISEIGE T H MK TF/Re ZFoge i R IEES

KIESHEE! (Large Language Model, LLM) EE T S88UREHTIIEZ, TeEHERTINESH, HiAHNMEEWMEANSH
2, FEiIEBREFBENBAESAEGNEZRY., TRIIFEHNAKESER, AWK TENBAESNIE (NLP) MBERIES
£ (NLG) {ES#HTIAM, LtEHESAMIERIRMNBEA (2 ChatGPT ) . MR, XAHE., HIFENIEROITEESES,

KBS EEBE@IRRHEE
AESRLERTARNESLENAAESEMESHERMHE, GRISAREMAER, TEEE T

o AI5HEE (
BRRIRS 1418,

o MEHBHE: NEKNESKREFTERASTRRSR, ZXNMEHRRHETRSEXK;

o ZRHHRAIR: NGFENEETERBEEENNNEFERRYERNEAL L.

) REEE: BASMERS 3118, AFEH

Ak, RANFEEMNTERAKNESEHEEES, WFEMENTEHEEXEE,



RIESRENER
BUE—MEMNEFRE, TMUROEESANRESE, REEHHE. RARLAETIHEAESHEBENEE, AR
W, BT REREIR N BEUER:

Xints = round(X s,30/S) + Z

HAp X _fp32, SHMZHAIRMNERE. tHEFNEHRER,

BXEEE (per channel) 2{CRIERAFTRES RV EHIRKL, EREATHEEEUNERER, BESF SmoothQuant XM ( bitp
. AT, MEEENRERXINESBEREE
EBETENEERR, Alt, AMIRETRSLIEREEREEEWLREK, Fla: SRQ ( bﬂpsi#af-xiﬂ-otglabs,ﬂw)
Outlier Suppression ( https://arxiv.org/abs/220913325 ) #l SmoothQuant ( https://arxiv.org/abs/221110438 ) ., X=F755%B#E4E
I, EHEREEEXNEERBINEEK L, AR=EEEBHEENZ L LBRARE,

J@58 8 SmoothQuant
SmoothQuant BINT —NMEBESH o fFATFBRAFRITESMNEENEX AR F, FFEHEREENNENENEE,

s; = maz(|X;|)"/maz(|W;)! °

Hej BN EERS,

) o v dié

Spiky Activation (X;) Smooth Weight (W;) Smoothed Activation (X;)  After-mitigation Weight (W}")

j is spiky input-channel index j is spiky input-channel index

XtF OPT Ml BLOOM FARSHHMEELRKI, =05 2—MREBBIFEMNENNEESMHED BN FEE, RENMEREELK,
AEEEERAEAN  ERRESHEMEERBINE L,

JR¥RAY SmoothQuant B @B T H YT BMERNFH — P EIEE a KON EIEENENEE, A, ATEEREEND AN
EREERzEEEER, MAER—EENAEEBZEEARER, FElt, ARIHEEFFHIERF/R® Neural Compressor BB E1E1T
gEh, ZERERE B,

BXGEBENTANEESE (RBUTAR) :
1L BT TRR EIE 2] register_forward_hook $#i3K (hook) 1584 & 204 N\ A4 H &L,
2. RIBAFEXH CERMPZKER—1 o BEFIX.
3. RIBAEN « BEFITEFBRFHARSH (NEENHEE) .



4. FWNERTEBESHSRENL (quantization_dequantization), ITHINERITEHKE (per-tensor) 2S5 REK,

HNS4E o BEX MK SRETHE,
5.t EAEX SRR BRI A IRK, KAZEENSHREER, A RESENRE B,

Algorithm: a auto-tuning

Data: neural-network model of layers [Li, L2,...,Ln]

Result: Layer-wise optimal a values {L1: a1, L2: a2,..., La: an}
1. Hook input & output values of all layers

2. Generate user-defined a values [a1, a2, ..., an]

3. forLiin[L, L2,...,Ln]:

4
5.
6.
7
8
9

10.
11.
12.
13.

for ajin [a1, a2, ..., an]:

recalculate smoothing factor s(aj, Wi(Li), Xi(Li))
adjust Wi& Xi-> W _i= X

X; = X; diag(s)™?

W;= diag(s) W; # Adjust parameters

Xq;= per_tensor_quant_dequant(X;)

Wq; = per_channel_quant_dequant(W;)
Yqi= Wq; * Xq; # Predict output

loss = MSE (Yq;, Y;)

record loss and recover parameters

AXREBBEZFRZMNMRE (NSE/ME. RAEBENFEYE ) KEE Transformer IREVEN BT — (LayerNorm) I#{EM a {8, L
BRI, ¥ aSEEIRN[03,0.7], $Ki&H 005, WAZHIEEKIHEEEATIRIFHESE,

—EERNEER R —E2EMK, “RERESESFNRAERS,

TEIRM T 7£ BLOOM-1b7 18 _E#H 1T SmoothQuant a {8 B EIAMEIHEFIKTE:

from neural _compres

model = transformers

alpha = 'auto’

sor.adaptor.torch_utils.smooth_quant import TorchSmoothQuant
model_name = ‘bigscience/bloom-1b7"

s.AutoModelForCausallLM. from_pretrained(model_name, torchscript=True)

TorchSmoothQuant(model, dataloader)

sq.transform(alpha)

& F1EIREY SmoothQuant HIFEGI{EAE

AP RFEEZE—MERZTR (model_name) M— N EURME S, ESTENE, BERSTEERENZR Torch JIT, AP EME
Hugging Face 188! ( https://huggingface.co/maodels ) B4 torchscript I E A True, F4& return_dict IRE A False, BZIERIESIH

4% /R® Neural Compressor 31 ( https:

SR

AR B AYEERY SmoothQuant NEEMBETFIZES 7 EHRR,

ZEWNSHERANESELNTE, BEEBHIEMEEN INT8 SmoothQuant &5 —MATT (last-token) FTINMERRES FIRIE IN
T8 SmoothQuant #] FP32 E4& 5%, R TE:



Model\Last token INT8 (w/o INT8 (w/ )
FP32 INT8 (w/ SmoothQuant auto tuning)
accuracy SmoothQuant) SmoothQuant)

bigscience/bloom-560m = 65.20% 63.44% 66.48% (alpha=0.5) 64.76% (alpha: 95.9% over 0.6, 4.1% in [0.4, 0.6])

72.58% (alpha: 55.1% over 0.6, 30.6% in [0.4,

bigscience/bloom-1b7 71.43% 67.78% 72.56% (alpha=0.5)

0.6], 14.3% under 0.4)
bigscience/bloom-3b 73.97% 69.99% 74.02% (alpha=0.5) 74.16% (alpha: 100% over 0.6)

L 77.45% (alpha: 91.8% over 0.6, 4.9% in [0.4, 0.6],

bigscience/bloom-7b1 77.44% 75.46% 77.02%(alpha=0.5)

3.3% under 0.4)
bigscience/bloom-176b 84.17% 82.13% 83.52% (alpha=0.6)

64.14% (alpha: 59.4% over 0.6, 8.1% in [0.4, 0.6],
facebook/opt-125m 63.89% 63.48% 63.44% (alpha=0.5)

32.4% under 0.4)

74.80% (alpha: 69.9% over 0.6, 24.7% in [0.4,
facebook/opt-1.3b 75.41% 73.59% 70.94% (alpha=0.5)

0.6], 5.5% under 0.4)

78.25% (alpha: 73.2% over 0.6, 21.6% in [0.4,
facebook/opt-2.7b 77.79% 78.57% 78.60%(alpha=0.5)

0.6], 5.2% under 0.4)

81.39% (alpha: 68.0% over 0.6, 26.8% in [0.4,
facebook/opt-6.7b 81.26% 76.65% 81.58%(alpha=0.5)

0.6], 5.2% under 0.4)
EleutherAl/gpt-j-6B 79.17% 78.82% 78.84%(alpha=0.6) 79.29% (alpha: 96.4% over 0.6, 3.6% in [0.4, 0.6])

FP32 EZ&753%. INT8 ( BEMARER SmoothQuant ) AR INTS ( B AR HAIIEIREY SmoothQuant ) HIERRZRITLL

MNEETMEH, 7 OPT-1.3b 1 BLOOM-1b7 &8 £, AIIRHAIIEEE SmoothQuant BEFRZRELEEAIAR SmoothQuant 73515

5.4% F1.6%, BEXENERBE/ND FP2RENNS 22—, AARDTAFSAZE, NEMHEA AREERF/RC A LR
HIRMERE,

ELEMNLERIEN GitHub FHEEE ( bitps://github.com/intel/neural-compressor/blob/master/dacs/source/smooth_quantmd ) , B
B, tEXREESIERENEREH GitHub [@8 ( bitps:;//github.com/intel/neural-compressarfissues ) X FRiFit, HIFRAIENRIES
ATEN,

fE&:
ERRATAAISESRELIMUER. BEERABAILSRES RN TIRIRESE., EERATAISERETIRMESR. [k,
RIE. FHp. E2U, MIIHMENSEE BN RERNARSHAEIIE,



intel

METFEReSGXaE oM

HATHR BT KIESIEES
[N Z =A%

AIEHTHERTA? KIESEEAMTLREE?
OpenAl B GPT RIIKIESHER! ( Large Language Mode, MATHEEA LLM) HMESNA, tEmRTIENFIETE. HEN
. BRI EMEANIR N HENE — R RN Z 2 XSS Bk,

AI{SMATIAE ( Trusted Execution Environment, LA T4E5 A TEE ) E—NMEFUEHASCIELZERTIAE, sEBBEFHERAR
THEAMBUECETZ TR, EXBENHIA:

o RZREE: BIEHMBNAFRESFEAREERR, FHBREBENXBABSEENARRFERAERE, AMEEREIIED
EERREME D RN ENZ R BERER AT BB R EFRRIP,

o REWIE: ARMIRFHTEHRIENZEMRLE, BRREEIENWABMBIETUERFIZT, BUERHIEBRSIREZR
ZRIEIE,

o REPTHIA: RUSIMBEE. TEMDUABABEESHIPNENRITIAE, BTFLEHRBEENHITIXRER, UEEYK
BENTIRFHNREZEN B,

TEESLLMAIEZ{T., ZHERE, TEE TATFH LLM ZEME S SE MM ENRATBRRIPEIFERAL X,

2.LLM5 TEERNRIAES
LLMEHSTUNRRIZEBEE ZHA, FMSmRTUNRRTENXBON, EFREANNESZEGIRZ. KHLRE
BN, DRERNAMTIIEEEN. ARFEMXHLES, RETURHEFSRINSIES Y EEHRNTZHRIA
AR, RAEHERERE,

% TEE 5 LLM @&, BETFAERXRGESPEFIRELRIEE LLM EE)| FABEZEPIOREN, IIZME, TEE PREUIELE
BMAETFIBRT; HIRMER, TEE WeMRIFAPBAERLERNEN, B, REGRENZ WG EERMEH ERE
ENBIHEMRE, EHRREETHNR 2.

S.TEESLLMREHIHAE: SIRHTERERRF
o FURIRH: TEE 0 ERBRNERSEDERSIESER, LM BANEESHAT ERERTELBE K TEE NaENEE,
o MEBETRE: /O MBMMBEMZ U ERMERIINGUMOTEAY, SERRIISHRREEE —CRETR, ETEEN
RRIRTT R TR SEAUEAIT B AR, LUBRL TEE ROZDRRRA, {8 CPU {bRRSHILI LLM I FLOMRER.



4. BFRIFROEEHNBRAR: IETEESLLMRISNA
41 B FHEEF/ROSCX/TDXH TEEBRA R
TFRBE=RER/R Zig° Al BUESEA RN ERRIRC RUHIFT R ( REF/R°SGX ) BR, HRE (NS ERZAIAEM
CPU 512GB, Wigiit 1TB BE, FLAEBMTCARENRNIT=REK, I, ZRAREZFHNBETTERISINAR. Bl
0 (VM) BERANEBNIEIERE. TIEEETIR. BEEEAMIFE, MERRITESHBRAEAZENZEM LRESEL®E
HRIP, DREBELATMBRUEE. REENNEERTIRMERS, EZ2FNNA, 5—7H0HE, FEB/R® Trust Domain Extension
( EF/Re TDX ) TPREFPHIRIERATEIMWNASZREN. EAEEERNTFENEEENNBEERR. BENEELRRES
ROSCX ABHREBREX, EZHFRIFHNZEMNLEEFRIFRCSCX NREIHNAEZ T HTAMERSHEE, &
BELLMXES NN, TDXEZAMLLEEMRSE, I, SEHHNSIHENRIR/RC ZEe i RUAERAEREF/R® AMX,
A AIRIRAEMSE RS, MEEF/RO SGX/TDX Al AZF/R® AMX, F4F/Re DL Boost FitBIgSIRMEH, i TEE K
TSR T RIESE e+ AL MERE RO TR B (L35

CRE i LG iR THUERESRRENERNES

rr sy,

BT ENTRERER

i
7 % Z » - ERETERTRENBE
Copasieck 1 mosund B rieniosend G vicwst B cuos s e shanseznimmme
Z 7 e 7z Z HIEHE - BEHET LR RRRBE

S{EIA R4 NE BRI/

W

#HZIntel® TDXEYIER

%
Cloud Stack BIOS and Host OS and VM Guest Z
and Admins Firmware Hypervisor Admin

o DUBIWLATIEDR,
FIntel® TDXHRE

%

o S\ I3 Sk 8
B Intel® SGXAER 452 FIRR R R N R B0 S AR k3
Cloud Stack BIOS and Host OS and VM Guest - ; i RREGE N AR EHIntel® SGX
and Admins Firmware Hypervisor Admin GuestOs RRRSE ”/':;t'égfgl SIS BN

1.SGX/TDX A58 R

MEREN TEE £ SEZANH LLMPINBANEAREZEXREE, AREZTEEBRAMERNFERZTENTR TEE WA RE TEMIELS,
Ak, TSR SDKRUERE £, #H T FHREM lib OS IiHE Gramine REBEI A K& BIFFERAET REF/ROSGX W TEE, BiELLMS
TEE WA,

« AN KIESIERIHEIE

FERAMEBIRHT MELINGNAEERANESAHERIEEE, HEBASGHAGRLYE, THEETORNIERESERE, &
FHRE/R® SGX/TDX W) TEE FIAAEERHERSMNEBTIFE, EHELETIRE, EWTAEIEPRGERASNE, kR
FHEZR/R® SCGX/TDX FRZEEIRNE, REMAKERNHBIRRST, HIEMEERERIRN TEE PINEEEREALE FiE,
EEANTEREDR, BERHEUMNBBENETSEFHLTESHELSD, AXTZSTHUETARBZNBRAR, B
& LLAMA 7B, ChatGLM 6B Et&EIERAIDATEZ TEE KR LHE LR AT REMEENIET,. B 2 BRTER LLM BEMRRZENS
EiRit, EFER/R® SGX/TDX B TEE AXIRRRE LLM AR BEBMIRFNRIPRET —ERENAE, B MEEEES. £
RAMHEETREFNR2RIP,



. ﬁg%\‘ N |
Web Ul
< e HE%]\D 7. B tokens 8. j( g—l_J
6. RIAEHIR> o (N ) EEEE 9/;&

A 9. #5 tokens
--------------------------- i \ SGX/TDX Enclave
1. ARER 5. hna ‘ |
// INE BB M RIPEIER
4. FNR GRS
AIRERIES | s |

2. FRERHER w 3. JRgA A

B IR

© MREFBALAIAGNE, PRI6TNAF 1L
- BUNEAERE, TMUERNTIZEENREAZEM

2. BEF TEE WAIESEEFA RN Z

o A12B4FRF ST
BEIET TEE WEFZIMRARD (B 3) , MAESHEZETMET NLP KREZY, HIIN{ER BERT MR AR5, £%
R EFSTUARERE, SMSHNBREIERSE, RNEFEREIEITE,

EARPENTSEHEE— Avalon®® EIIERF Gramine TFHH, WIBITHERK/R® SCX WRETXHA, HEERRIRHIULER
ZIBANERMRITE, BIATEMEBRAZEITRE, S5ELEAEAZENRIEERTIIZL, RAEREBELEERES, REHHITR
AERTFHUBETRERSSS, NBREHITT 1%, XE 4 AR BERT + CRF &AM, A RAMERURMARIPIE
AT, LEMEREIRAKYERFTE 50% AR,

Aggregator

GX Enclave

AvalonETEt&EHR

AvalonET8tEtR AvalonETEEIR

mine T{EfaZ; I

s55A 257358

3. BEF TEE WEXFREY



Remove
Input document sub-lokens- Y

David Gil - / live at Po
Javid Gilmour performs . .
live at Pompeii CIass'ﬁer l
g Tag scores
Tokenize |
\ Encoded representation [ CRF J
David Gilmour performs *BERT r,_-—-"' “‘-——-__»_‘
live at Po ##mpe #ii R AT 06 6 e

S

Split into 'f Spans' predicted tags \ )
overiapping spans / ~>(-’P."S.eltetzt max-context tokens tag

David Gilmour performs live at

David Gilmour performs live at | predictions and concatenate

live at Po f#mpe ##ii — B-PER I-PER O O O B-LOC

Maximum length spans Output: final predicted tags

4.BERT + CRF f&8u4]

4.2BigDL: IREIFAEEMN TEERMSHAR
BTWAPRE, LM RSN A PRESaiE:
o MHBREZR, BURRHIREANRS. LM BIISHEES RTINS 0ORE. RSEL, R HEPSIERER
i, BRERSINATNRSNE (FREM. BTHE. MENEES) .
o HEHEX, BXMEEHB. LM NiEREEX, BINEBSHOMLERK, B2, TRAER, FANREREEFAR
RNRKER, EESETES ESMERENEE, SERMENEEERR.

ARARLRER, BEFRESHARIIE BigDL, EHIRHEL T 3T LLM KRARIPHGE, EMATEIILEX

o RHEHIFIRMWZE/RIP: EREHRBHERT, HENMNIHIN LLM NARBIFIRNRZSRIPIIE. BERERE,
BT RK/ROSCX/TDX KW TEE, miZIERA. F—HZHRAEREONBANMESR APIE,

o M—iTNMEREMIIL: BigDL Nano REMEX LLM MW—uhUMEEMK SR, TiLIAE LLM NAE/LFARBHRABN
BERTZ TR Re AMX, /RO AVX-512 FIZF/R® Extension for PyTorch, ERY, FFEAIFIA BigDL Nano 12
HELLM API, RIEMIER A,

Big/|lI" LLM
. | ChatLLM Benchmarks Others...
R
a
LtaMA® GPT-f Bloor?  GLM®  More..
INT 4 INT8 BF16 FP32 .
Optimized GGML oryTorch - Big]! @
ee| ed+ NANO
Big 1" PPML
Confidential Secured Secured
Computing Storagel/O Networkl/O
SGX TDX TDX ) 1A
LibOS VM CoCo ~ Attestation  COypto s coleration

#Intel" SGX/TDX Intel® AMX £} kubernetes

5.BigDL imZliR Z £ AER F R



& 6 AR, FERF T PPML ( Privacy Preserving Machine Learning, BRFARIPRIMNZSEY) ) I—RENZEHAG, HFERBNZEH
[BARIPSEREIINTE, RLRRGENFAEESIEE TR, BNA7T BigDL Nano RMUHMAINER, HEIHHILESRITEE
ME*, BARNEEZEET A EMRIPRIBASIEEE,

A ﬁﬁg

(W= HEF)

BASC BigDL PPML BigDL Nano BigDL PPML+Nano

6.BigDL PPML + Nano Im 2R $ AR L 1B
Bal, ZAREEFR, HABMERMLATWEFETMEKAERS,

5. R

TEE 1267 RAMRIPHIBIER SF5PIIEE OB RAS R, B LM SRS Ehneseme, By - Eas, THFibEE
IR SR RTNREY, BERSENARNERERERNIE, AT, £ TEE PMRPAPRANEN, SBT
EMETR, MEASENTFHEEROAERH, ENTESNTESWEEL, TEE ISWEENESBRNFRRREE,
BEE CPU MEAEHUIRFLURME Al IERANTHRHER, EHEHRSNBET, CPU S SARERIZN TEE ZANEE, ©l%
MBS T, EF CPUK TEE £ABMBHNNESRS, NaEAREISEEAERBITIISGNRABE, EERE—NEEIEN
WELEANTESBAASEATRESS, #iLLMS5 TEE R,

fE& =T
REFRRE A ZIT@ER, JNRARDTFAERERIRFMINESR, RERAAZERNHFMATIRINEZES, RERAANMGES

AR, #EMNME AIFISCX/TDX BXIE,

[11 SGX/TDX: https://www.intel.cn/content/www/cn/zh/customer-spotlight/cases/innovation-data-protection-with-security-

engines.html
[2] Wei Yu. et al. 2022, TEE based Cross-silo Trustworthy Federated Learning Infrastructure, FL-IJCAI'22

[3] https://qithub.com/hyperledger-archives/avalon

[4] Souza, F., Nogueira, R. and Lotufo, R. 2020, Portuguese Named Entity Recognition using Bert-CRF, arXiv.org ( i5& R
https://arxiv.org/pdf/1909.10649.pdf )

[5] https://qithub.com/intel-analytics/BigDL/tree/main/python/lim
“MREMACMREERTEES. BRENMKEGX




R—171KA3

AR ZER® i BRES
=AY ChatGLM-6B

1EE. ZIFRAE B

KIESEENNMASHENALEE

ChatGPT M= HHFE T KIESEE (LLM) WERTE, BERT. GPT-4, ChatGLM SHEAIMIENEENNERMEEIMNERALE
B8 (AD WEXED, RALBEIT ST, SWMRMZH0E. AMEXLEAERSRHENGRERS, UMREFENFER
%, ETESFENXUEERFTENNMRAZXEE, AW, ENEANSHESAERAANAERHFTRANEIRES I,
MMNEXREXARREZBRARKD, REEMHERINGERA, EEFRK, HIMTSHSHHIE (Parameter-Efficient Fine-Tuning,
PEFT) 2R (Prompt-tuning) AR, XL ARRERAER. NAARNEERERE, EETHBAKERERENRSGE.

AXESERNAEPXNAZSHPAEEHERMPFRFIZEAEE ChatGLM-6B, NMAIMMEE X EFIR Prompt-tuning X3 1T4R
LENEN, AEGENARERC 28 A RUGERNEMAE Al INE3|ZE—RRR° BFEMT R (ntel® Advanced Matrix
Extension, ERZERI/R® AMX) REENRHGTE, REMSH. BHRARKKEEIIAE,

EFR=R/Re EWEHFRRERET R

AEE U F=ASESEN T BT EMAERe 2580 Al RLIEIE ChatGLM BRHIAM

1 EENSERRS AMX, KIERFHEEIGOEH BIEE AMX ERETENRERRe B850 T RU2EFOEHRANRS, 4
B HEIANE BFloatls (BF16) 3 INTS MUBREINEMRINEHE, MR ERFHEEII AR,

TILECONFIG

— S hatims 2

tmml

tmm[n-1]

B = os gEnERs
W o i/ MR RS BE KRS S TR
BER - MERBINESEHBE

1. ZE4/Re AMX B AR ZEH



Eal, MTH PyTorch IR, BEFLETES BF6 BiRABEIIAE BTN AMX IERAIFIF,

7 ChatGLM-6B TS, EFFRMIAKIBM autocast_smart_context_manager() E#, B2 B&% CPU BiliR&RENEF, FEit,
AEERDHERIMN CPU BEEASTEERFRESEIEN o] B A ER/Re AMX B3RIIME.

2601. def autocast_smart_context_manager(self, cache_enabled: Optional[bool] = True):

2602.

2603. A helper wrapper that creates an appropriate context manager for ~autocast™ while feeding it the desired
2604. arguments, depending on the situation.

2605.

2606. #print(self.use_cpu_amp)

2607. if self.use_cuda_amp or self.use_cpu_amp:

2608. if is_torch_greater_or_equal_than_1_10:

2609. ctx_manager = (

2610. torch.cpu.amp.autocast(cache_enabled=cache_enabled, dtype=self.amp_dtype)

26]11. if self.use_cpu_amp

2612. else torch.cuda.amp.autocast(cache_enabled=cache_enabled, dtype=self.amp_dtype)
2613. )

2614. else:

2615. ctx_manager = torch.cuda.amp.autocast()

2616. else:

2617. ctx_manager = contextlib.nullcontext() if sys.version_info >= (3, 7) else contextlib.suppress(
2618.

2619. return ctx_manager

2. 381 trainer.py FHY autocast_smart_context_manager() E&%],
£ ChatGLM-6B FlR prompt-tuning B 3& TFSEIXY CPU ] GPU K B Ml & 1R B S HF

BIRGEEEBINER train.sh BIZABT a0 HMEK:

python3 main.py \

--do_train\

--half_precision_backend cpu_amp\

--bflé




2. SGARPRMPIERZFIALERFIRRNSHKESR, KIFCPURNERNE

SMRTER/Re Z3g® Al RAMERSZ FTHAE 60 MR%, XLERZET 4 MERE (cluster) A HNHTRARALR, Eick, ZHSM4

BERAZFTLE-— M EESHBELZTHBREUEN, BA— 1 SERNNRNZZERBERTERIE. Bk, EER PyTorch 1E%

FATEEGUAR, EMATWER—MEE LNRREERS LR — PyTorch £, MMAEANIHIRMEEBRITERE, LI+,
WBIEFIA PyTorch DN EHEFH 1T (Distributed Data Parallel, DDP) IhgE, AP CPU EH 8 MEBNAZERCEE—IE,
RO RIFRAINE,

..................................................................................
. .
-

.

e clusterO N\ / clusterl \

HBMIO HBMIO

HBMIO HBMIO

.
n“‘

3. BOR /R 32 AlH RAIERAINERERRE (cluster) 4214

AZHMNAEFRBISESEENEAREN, PyTorch IERZFZMOHANBIEHTER (oackend), HA MPI FimAG X AEBR
apih s AN R A



Backend gloo mpi nccl

Device CPU GPU CPU GPU CPU GPU
send v X v ? X Vv
recv Vv X v ? X v
broadcast v v v ? X v
all_reduce v v v ? X v
reduce v X v ? X v
all_gather v X v ? X v
gather Vv X v ? X v
scatter Vv X v ? X v
reduce_scatter X X X X X v
all_to_all X X v 2 X v
barrier v X Vv ? X Vv

4.PyTorch ZFHNZ M2 M EBIEH TG (KIE: PyTorch EM)

BR, B pip H conda SKRERAIFLIFE Py Torch Z#HFI BHH ARG MPINFIRIENRENRERFE, BElt, BNFEZRMPITHINT

BEHBEEFIHFRIREXT MPI GRS,

ZHR/R® MPI ' 2—NEHL MPICH MBS EMERIRERE, EMZERCR. 4PFNNTaEmaRg/Re SR ETIE MM

RERYSCHME RN A. BXRAOFIRMEREBE, EBRUHESNFLE. ERNNENERENEFIRT.

U TEETHEEF/ReMPI FER PyTorch i $SE:

# TEEIF/ROMPI BEEH &3t

wget https://registrationcenter-download.intel.com/akdim/IRC_NAS/718d6f8f-2546-4b36-b97b-
bc58d5482ebf/|_mpi_oneapi_p_2021.9.0.43482_offline.sh
bash |_mpi_oneapi_p_2021.9.0.43482_offline.sh

source your_installation_path/vars.sh




# L% PyTorch iRk &

pip install numpy pyyaml mkl mkl-include setuptools cmake cffi typing

pip install mkl_include

# & PyTorch IBRBH M RHF. B

git clone --recursive https://github.com/pytorch/pytorch.git
cd pytorch
python setup.py install

EIRE T X MPI FiHE PyTorch fa, RERIUNT5EE ChatGLM Prompt-tuning B & T main.py i85 —171X83:

¥ dist.init_process_group(backend="gloo’, world_size=1, rank=0) 23 dist.init_process_group(backend="mpi")

367.if training_args.do_train:

368. checkpoint =None

369. iftraining_args.resume_from_checkpoint is not None:

370.  checkpoint = training_args.resume_from_checkpoint

371.  # elif last_checkpoint is not None:

372. #exitO

373. model.gradient_checkpointing_enable()

374. model.enable_input_require_grads()

375. os.environ[MASTER_ADDR'] = 'localhost’

376. os.environ[MASTER_PORT'] ='12355'

377. dist.init_process_group(backend='gloo’, world_size= 1, rank=0)
378. train_result = trainer.train(resume_from_checkpoint=checkpoint)

379. #trainer.save_model() # Saves the tokenizer too for easy upload

5. {8 XATHY main.py




367.if training_args.do_train:

368. checkpoint =None

369. if training_args.resume_from_checkpoint is not None:

370.  checkpoint = training_args.resume_from_checkpoint

371.  # elif last_checkpoint is not None:

372. # checkpoint =last_checkpoint

373. model.gradient_checkpointing_enable()

374. model.enable_input_require_grads()

375. world_size =int(os.environ[PMI_SIZE'])

376. world_rank = int(os.environ[ PMI_RANK'])

377. dist.init_process_group(backend="mpi’, world_size= world_size, rank= world_rank)
378. train_result = trainer.train(resume_from_checkpoint=checkpoint)

379. #trainer.save_model() # Saves the tokenizer too for easy upload

6. (B E Y main.py

3. FIRZE3IE® CPUMax RIS HBM R E X ERGRAMBHNANEFR

BT Transformer AR, RFSH. IISGKIBNEEMENSREERS, AERNFEREBER O(n?), XEKEXLEAIER
FEEBANAGFEHREZRFATERSEFNEITHRE. REF/R° E8° CPU Max R5IY, B 64 GB M HBM2e SHENE, AE
CPU LSBT AEEURM T SiE~1TB/s KRS 23R,

1% CPU & HHI HBM, REfBE SR TRIBE&E:

e HBM-Only BRX—XZFHNEFREFTKRTEBE 64 CBNIIEAS, E&8% 1 E2CBHNANEFT REN, TREX
KBS M DDR, BIEIEEERL,

e HBM Flat EX— T ABEANERENNARMREYE, BZ HBM H DRAM RE—NMTFERFXE (flat
memory region), BAFEZNEEK>2GBHNIELE ., TEEEENKE,

o« HBM BREFEX—ARNFEE >64 CB ABKAGTHK >26B W ILIFAHRHEMIERE. TRELHE, HBM
45 F{E DDR W BIRETR,

£tXf ChatGLM-6B i, HBMARET: SHMMIMENALL, HBMEREFRAEHENERSELLEYE/ %,

FEER/R® 23]® CPUMax RN L, FEZANAIMRA, FIITLIER T <7 /Ea ChatGLM-6B i



PAE 32 iz EF/Re E3{® CPU
MAX 9462 20322306, — MNERAS

8 MR%Z, ERA—1 PyTorch SEHIK £ PyTorch iz1THR{ER CPU RFZ3FFNE,
HITHEER, HRBEIRHEE IR NIZ

[OMP_NUM_THREADS=8 ]%MP_AFFINITY=gr‘anular‘ity=-Fine,compact,l,e I_MPI_PIN=1 J
(I_MPI_PIN_PROCESSOR_EXCLUDE_LIST=64-127 ]  mpirun [ -n 8 |-genv
[I_MI?I_HBW_POLICY hbw_preferred]bash&r‘ain. sh

/ n o
TAF/R® AMX DR 23 MY R F B H)3E%, HIER CPU RIS WER RS LHLER 8 1
ESNligeedgaibacba 2 adinpids =t MP| 72 SEf)

IRBERE/R® £58° CPU MAX
RN L ER HBM

7. E38 32 MPEHITIF/R® B3R CPU Max 9462 X ERARSS 28 L B ahiiA

iLER
BUN LHER, BHEAMRY, TARMBENGPUREMY, AL ChatGLM-6B BRI AEMIA,

F: U ERBIEREERE python TE A accelerate 0.18.0 F transformers 4.28.0,

fE&=EMN:
BER, BRR (FE) BRABDAIEEEFLIEM, #5820 FHATEENEY, AREEE. Bt IEEES
RETFEEH,

" https://www.intel.cn/content/www/cn/zh/products/docs/processors/xeon-accelerated/4th-gen-xeon-scalable-processors-pro
duct-brief.html

i https://pytorch.org/docs/stable/distributed.html

i https://www.intel.cn/content/www/cn/zh/developer/tools/oneapi/mpi-library.html

v https://www.intel.cn/content/dam/www/central-libraries/cn/zh/documents/2023-03/23-cmf54-xeon-cpu-max-series-product
-brief.pdf
Vhttps://www.intel.cn/content/dam/www/central-libraries/cn/zh/documents/2023-03/23-cmf54-xeon-cpu-max-series-product-

brief.pdf
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XeON

El3# OpenVINO™ Stateful
=BS5S Runtime 7K %%,

TEBE ChatGLM

51

BRIESHEE (LLM) Bl RRIEELCR, BT — AP KESEREAAEMETEPFE THRIRERE. ChatGLM IERT ZIFITH
TRPXKIESER 2 —, AWM, HTF ChatGLM RS FRAEA Transformer £MEREER, FHIb, B optimum ¥ RBEITE{HER
2328, ARM T —FER OpenVINO™ opset EMNIZRBIRMIMERETT R, ZARBE LN ChatGLM EHIMMATI R, BiXL
T #R A B R /Re BRI R ( Intel® Advanced Matrix Extensions, 485 J934F/R® AMX ) IWEXF] MHA ( Multi-Head Attention,
ZEEN ) MEXI T SEMK.

SEER, AMXINEBTETAS ChatGLM I OpenVINO™ stateful {EEISLIUAWIIBRRA R, KARSESRE, HAERARET
TRF/RO AMX ISP ZEAF/Re Z5&° AIH B IESY ( {83 Sapphire Rapids ) » EEREEIZBR S RFTEMAER,

ChatGLM &R {E 7Y

ZEHEEE ChatGLM RISEEHREAT, KM ChatGLM 5 Optimum ModelForCasualML FARRE, MREE X T #l%

ChatGl MForCondiitionalGeneration, ZIEEIRITI/KZEIRES 3 NEEEIR ( Embedding, GLMBlock B Im_logits ) , Z5#301T:

if first: else:

Input tokens — Input tokens

( ChatGLMModel ) ChatGLMModel )

Embedding Embedding
GLMBIock layers

GLMBIlock layers
Y, pastKV pastKV

pastKV pastKV v

L

v

None 2 layerl E—p

pastkV pastKV

None >

pastKV pastkV

v

None

L
B0 08
|

1 a layer27

?E

B 1. ChatGLM HIERL 251




WEEMT, BNRKEEGERERERITRNNITE, ERRNRERETEHEENTRE KV EFFHN GLMBlock BRI
Ao MEBZERFE, OKVIERNNMBIN E—RERGHH LR —CEEHENEN, BEEMNTRNRKETUIEN, ERkEH
BEEd, REMNTAEZEEEEAENAREANFRIR, M ChatGLM6b BRINMEREE! RG], MNFHL S ZBNREE
AREMFUATHRE, EREENINAHBERNSH hidden_size MUEERAIREURE !

while(eos_token_id || max_seq_len):
memcpy(model_inp, model_outp, num_layer*2*sizeof(model_outp)* hidden_size)

model_outp.push_back(gen_token)

3

L A, AXERROMAXREDEE:
o AMARACHREUMEIRRIKESRIEBRME RN A4 Z A AFEI AR
o MBI EIRHATEISRMA GLMBlock IR

1332 OpenVINO™ stateful 1EEISE I B E itk
B, BEDM GLMBlock BREN, SRR —PEHRUTIIERFIER OpenVINO™ opset, &, BEAEIRRIILA RIE
A (xml, .bin)o

G_M Block layer )

add(mul(mvn(hidden_states),w),b) Input layernorm

glm_attn(gky,...) SelfAttention

add(mul(input_In,a),attn_out) 1¥ Residual connection

add(mul(mvn(hidden_states),w),b) Post layernorm

gelu(add(mul(gelu(add(mul(post_In,w),b)),w),b)) MLP
add(mul(post_In),mlp_out) 2" Residual connection
. J

2. 3 ChatGLM #% OpenVINO™ stateful 1EEY

X FUAHIEE OpenVINO™ stateful #&8Y | ATSF AT IXHY:

J/d no.41/2022.3/ : OV UG .
OpenVINO™ R THEBIBIEH A, DIRRUMITET opset MEAREY,




ChatGLM B ESCEBNNFIRAXMAIEMMANERSD. TBEBKE: BEEFLTXENE, BTFEREANSENHRES—
HERER pastkV BIEER, XIFRD T pastKV (EREEM NI, REIHMERNBEAALISEIR Rotary Embedding 1253k
SERAHLE (Multi-Head Attentions),

HE/R® AMX SREESENRER/RC 25g8° A RGERPEMREINES, #E05EIREIRAIE b6 2 int8 BUREZE B RIXERE RN
ZE, BEINEKELE, BERSHEEMINZGMLLE, BERERC AMX RBES (AFMERITENRESSIEME ), ZUTXH
ChatGLM & 8Ye Attention, Rotary Embedding EE FHEEML, FEER bfl6 I5SHITRMIEIE, ERIDZRISHEBER ER
REEENE,

S5ER, AAREER nt8 BEREREEERINE, EXMITEPRER bfle #TiHE. Alt, TRZEIZINZEZEEWL PTQ)
FEMRBRAIIZE (OAT) WREHTEBELIE, REEHSEANMFEREEMETE, ROAFEEENGE, EATENARERZ
=, FREREL, TRWEEBEESHIRK,

73 ChatGLM £l OpenVINO™ stateful {&!
BIRBTARGIEEREHIFE, HIRBUTESEMMK ChatGLM:

EHER

SIS /Re Zoae o[ RIS ({82 Sapphire Rapids ) SLELE4M. DRAE /R AMX =&
PHIER R

Ubuntu22.04.1LTS

& OpenVINO™ Runtime Python AP i Python 3.10.11
FF#IE OpenVINO™ Runtime ] GCC 11.3.0
cmake 3.26.4
#3322 OpenVINO™ B3
o RERARZBRMIIRENIR
o BIEHEHA Python EINIFIE

$ conda create -n ov_py310 python=3.10 -y

$ conda activate ov_py310

o % Python {kHHi

$ pip install protobuf transformers==4.30.2 cpm_kernels torch>=2.0 sentencepiece pandas

e {EMA GCCN.3.0 4iF OpenVINO™
o  E[E OpenVINO™ HH LK FIER

$ git clone https://github.com/luo-cheng2021/openvino.git -b luocheng/chatglm_custom

$ cd openvino && git submodule update --init --recursive

o LI Python IRIEMKEL, DA Python Wheel

$ python -m pip install -U pip



‘ $ python -m pip install -r ./src/bindings/python/src/compatibility/openvino/requirements-dev.txt
‘ $ python -m pip install -r ./src/bindings/python/wheel/requirements-dev.txt

o BIEHEEER

$ mkdir build && cd build

o {FH CMake £Hi% OpenVINO™

$ cmake .. -DENABLE_LLMDNN=ON\
-DBUILD_PYTHON_TESTS-ON\
-DENABLE_CPU_DEBUG_CAPS=OFF \
-DENABLE_DEBUG_CAPS=OFF \
-DCMAKE_BUILD_TYPE=Release \
-DENABLE_INTEL_MYRIAD_COMMON=OFF \
-DENABLE_INTEL_GNA=OFF\
-DENABLE_OPENCV=OFF \
-DENABLE_CPPLINT=ON\
-DENABLE_CPPLINT_REPORT=OFF \
-DENABLE_NCC_STYLE-OFF\
-DENABLE_TESTS-ON\
-DENABLE_OV_CORE_UNIT_TESTS-OFF\
-DENABLE_INTEL_CPU-ON\
-DENABLE_INTEL_GPU-OFF\
-DENABLE_AUTO-OFF \
-DENABLE_AUTO_BATCH=OFF\
-DENABLE_MULTI-OFF\
-DENABLE_HETERO-OFF\
-DENABLE_INTEL_GNA=OFF\
-DENABLE_PROFILING_ITT=ON\
-DENABLE_SAMPLES=ON\
-DENABLE_PYTHON=ON\
-DENABLE_TEMPLATE=OFF \
-DENABLE_OV_ONNX_FRONTEND=OFF \
-DENABLE_OV_PADDLE_FRONTEND-=OFF \
-DENABLE_OV_PYTORCH_FRONTEND=OFF \
-DENABLE_OV_TF_FRONTEND=OFF \
-DENABLE_OPENVINO_DEBUG=OFF \
-DENABLE_CPU_DEBUG_CAPS=ON\
-DCMAKE_INSTALL_PREFIX="pwd" /install\

2]




DCMAKE_INSTALL_RPATH="pwd"/install/runtime/3rdparty/tbb/lib:  pwd" /install/runtime/3rdparty/hddl/lib:* pwd" /install/runtime/li
b/intel64 \

-Dgflags_Dir="pwd"/../thirdparty/gflags/gflags/cmake
$ make --jobs=$(nproc --all)

$ make install

o T OpenVINO™ Runtime # openvino-dev T B2 1FHI Python Wheel

$ pip install ./install/tools/openvino*.whl

o MBEZRLS GCC MRAF Conda Runtime GCC RA, WM TFIR, MRES GCC HRASTTF Conda GCC HrRAK, iEHZK Conda
GCC ZMRERRA, LUHRE OpenVINO™Runtime IR, ( A% )

##check system (OpenVINO compiling env) gcc version
$ gcc --version

gcc (Ubuntu 11.3.0-Tubuntul~22.04.1) 11.3.0

##check conda python (runtime env for OpenVINO later) gcc version

$ python
Python 3.10.11 (main, May 16 2023, 00:28:57) [GCC 11.2.0] on linux

##If sys gcc ver > conda gcc ver, upgrade conda gcc ver -> sys gcc ver

$ condainstall -c conda-forge gcc=11.3.0

o & PyTorch #8558 OpenVINO™ IR

$cd..
$ python tools/gpt/gen_chatglm.py /path/to/pytorch/model /path/to/ov/IR

{5 OpenVINO™ Runtime AP 3 ChatGLM {32 HEIB Tk £
AR TERA Transformer il OpenVINO™ Runtime API 32 RKLRNEEAR, Bk, & test chatgmpy #H, BIE—1TH

transformers.Pre TrainedModel $TE L., AR, BIER OpenVINO™ Runtime Python AP| ¥R &R HIB K& SR E R L,

HEm A E BN ER B modeling_chatgim.py B ChatGLMForConditionalGeneration, WLt —3&, BEDAIf@E{RHENES T/E.
set_random_seed. 731712%/%EHE2S (tokenizer/detokenizer) A R THIRIK LR IR EREDS SR IBHERIFRRDRIF —FL,
MERBHINSNEESE, AFIRERPEMNIFELE USE_INTS_WEIGHT=1, XZ2FANEEBERMER, SMER int8 WEEERIN
BHRTT RS, AR AEZENETIEPERER int8 NEHTHIE, NTRRTEIERHELTAEBEENSE,

22



BRBL TS EER OpenVINO™ Runtime 7K Z6M3E ChatGLM:
o BT bfl6 1EHEL

$ python3 tools/gpt/test_chatglm.py /path/to/pytorch/model /path/to/ov/IR --use=ov

o BTNt RE

$ USE_INT8_WEIGHT=1 python test_chatglm.py /path/to/pytorch/model /path/to/ov/IR --use=ov

MEESE: FERFFEEERR, RAHEBERE
AXRAT Viune WEENEREREE 25070 bfl6 M int8 WAFHEEMRR (E3HE 4 ) UKk CPIRHT 7T IHREXT LT (K1) .
HZRERY: SRENEHNEBEESEZE ntSH, ARMEERGFHERERRMCPIXE,

2054 £

Elapsed Time
Average

] 100 200 300 400 500

3. I AN ESIEEE b6 R 5 B (R

300 400 500
Fﬂf_

4 BB ERERE S int8 WREHEERAR

- 10.766 1175

R LRATEEENEBERERE CPI F

FRIESHENRTEEHE (Clockticks per Instruction Retired, CPI) B4R, HIRA"T19#5< FIHIEL (Cycles per Instruction)”, E&ETF
B E A EN BRI REIER 2 —, EAEN TR AR IR IR TR (PMC) 2, ZLERITEARA: ALTFIEENRE
ROSLIE B3 AT R HAZK (Clockticks) BRUABIEFEIRTH. B/ RA Tt EN A RSN AR SBNRINE 4 eH 18R, B
VTune Profiler AT AIF1{E A IEfRAVEIE.

23



CPI<18f, BEARMESHERABHNA, mCP>1 NaE2EHINHEARREENA, BrIRRRNERRENA. Blt, &)
AABHLEIE, X chatGLM FIESRENAGFHRENERIEES, MEAETSINFRERTENRE, RBHET, HRRE
BENGY, MESEMREAIERE, ERACIRERN, MAETEIEERN RN EEHTERNRENNER - AR HR
BEIT, BRitbZSh, ARMFAIER LHTHE, TBERIBRLAEREEFEEZBNBIEREEMNLRN. B, EERFEERN
B, EF/EERIIRIA pytorch ELHIR forward/generates FREURK LML, T OpenVINO™ EMAIEE B SHIER, BRR
KGR BIRAIE B RN (4§ KV cache RFEBENER ) , BEMA Optimum-intel FAEZRRAT KL, HOREFEN
FBURRIZ,

&it

ZEEZRIELRAEEIMZITNITEHMML T GLMBIock, EERT ChatGLM HEESANME 2 EAMWAEFIIAR, BEEETSN. HE
OpenVINO™ IR, KARNMK I EBEE2IH HEMZEEXKGHRAP, XEEMTTEESHAESHERAG,
ES% OpenVINO™ B RA! ] Optimum-intel OpenVINO™ iR, SREVE X NIESHEENEH SR,

fEEEN:
THF/R® OpenVINO" A TEAEF X LIEIMRIIFIERNZ, RE/R®OpenVINO" HATHEAIERTIRINSHIETSE, BENMNS
AIRETERFESRHCIE

i https://www.intel.cn/content/www/cn/zh/events/accelerate-with-xeon.html

i https://huggingface.co/THUDM/chatglm-6b/blob/main/config.json

i https://www.intel.cn/content/www/cn/zh/developer/tools/openvino-toolkit/overview.html
v https://huggingface.co/docs/optimum/main/en/intel/index
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BigDL-LLM: ERE/R® EHLE

MR AKIE SE B EREFF 23

fEE: ZRRAGERE #Hl. 2N

HENEBN—1HKIESHEE (Large Language Model, LLM) IRFNHY Al FiRTE, LLM EEUNEFIRS. ENEIE. RECIE. Fi2
HMSERNAPERESHREEENIEM, AW, BE LLM JERET X, STAEREMENSREEREREX, SBHE
BITHHSREIE, X4 Al MAARERRTHIANRE, At ZEREEHERT —185 BigDL-LLM WAREIFIRE, )
D ARRENRREERE/RC A LMRMAKESER, RAKESEEAERRERCE5 LNERGFR.,

THEMESR T ERA BigDL-LLM INET I 330 28R AKIESHER! Vicuna-33b-v1.3! F— S B H HIF/Re Ei8° $HE 8468 ALIEEEH
R$88 EiE{TH SRR,

ed a little girl who liked to h

nd have fun doing it. But she liv

sorts of fanta

M. E—EEHTERR E58° 0L 8468 A IERAIARSS 2 LiB1T 330 ICSHMAIESRENEITERE ( ERTRE )

BigDL-LLM: Z4F/Re F & ERNAEXIESEERNINEE

BigDL-LLM 2— Mt KIESEBMRAINEE, 2FE BigDL H—&8%, BT Apache 20 FIER ., BIRM T ZMMEBEEMK
(B0 INT4/INTS/INT8 ) , FHAIFIFAZFZIE/R® CPU SERIIRBEHIIEREEAR ( AVX/VNNI/AMX & ) FISFRVIEL, Kiae
BESERERR/RC A LTI E SR ALTIE A PERNIET.

BigDL-LLM —KEEHHME: WEF Hugging Face Transformers API FI1EEY, R EXEH—TRBEN A ERFTINE, Eie LAl
PAZ 55 T4E Transformers 188, XA EE Transformers APl I K EIEE RIF. BRT Transformers AP, (RZAtMEFEH
LangChain SRR KNIBSHEBN A, Altk, BigDL-LLM tBIREEFERAM LangChain RIS, ML &R EBEBREMER BigDL-
25




LLM SRAF AN AZSTERIMAR. EF Transformers APl 2% LangChain APl BNz, LM, XTF—RRE PyTorch KIESHER (%8
{£H Transformer 2 LangChain APl B9#&2! ) | ta[{ER BigDL-LLM "optimize_model” API —$BIIEIZFHIERE, HIFIESH GitHub
READMEY MR B H X4,

BigDL-LLM &2t T K& % AFE LLM BIINERES] ( e.g. 1€ Transformers APl B #4511V F1{E A LangChain API BOREFIV DAK L
12 ( BIEECE jupyter notebooks ) Vi, HEFEKERE FFEKH,

RERMER: FENRRIENS AN APIEA

R BigDL-LLMIEEEE, RENTUTARNX—1Tam<SRIE,

pip install --pre --upgrade bigdI-lim[all]

{£H BigDL-LLM S KIERFHITINRB 2IEERZHN (X BN Transformers N1& API #1754 ) . {#H BigDL-LLM Transformer X
1% AP JIEBUINR, REEXMERNHETS, BEERAZESRE Transformers TE2—H, M BigDL-LLM APl INEERK A
5 Transformers APl tB ]l E—H—FHF REZEE K import, £ from_pretrained S#{Hi% & load_in_4bit=True EI7, BigDL-LLM
SEMEEE TP IAEEHT 4-bit (FIEE S, FEBLHEIETEPF A ZMREIEREARTLERT,

#Load Hugging Face Transformers model with INT4 optimizations
from bigdl.lim. transformers import AutoModelForCausalLM

model = AutoModelForCausalLM.from_pretrained('/path/to/model/', load_in_4bit=True)

Ol REXH— M ETFAIESHENEE I F R
TR LLM B R A S ESIE 56, BRRA BioDL-LLM HESH LM MANES. BEERT, ESHFRANIAE
TrA2H 0 TR NS

E3=) _ XF B
E ! Whisper Llama2

LIEENFIERETRE

1. IEFIRB——ERIEFIRFIER ( KRFIEA T Whisper 8 ) BB PRIEEERAXAK;
2. XARER—4 1 hEHBXAKRIENIRTRIE (prompt), FR—1MKIBSHERE ( KRFIEAT Lama2+ ) £HEE,

N TEAX{ER BigDL-LLM # LangChain* RIEIES BIF N AT IE:

EIEFIABIMER: F—%, MY FLIESS processor FNEFIRBIMER recog_model, AR fFIHERRIIRBIER Whisper 2 —1
Transformers &2, RZFE{EH BigDL-LLM H1H AutoModelForSpeechSeq2Seq 1% B S # load_in_4bit=True, FhEEIELA INTA FEE
INEHIMBX—EE, i BEEFEEE IR AT,

26



processor = WhisperProcessor .from_pretrained(recog_model_path)

recog_model = AutoModelForSpeechSeq2Seq .from_pretrained(recog_model_path, load_in_4bit=True)

F¥, #TETIR. BAERLESRMNANESTPRIEMASE, RABERIRARETIN token, FHEXERLEIIE token
fERD A BRBE R,

input_features = processor(frame_data,
sampling_rate=audio.sample_rate,
return_tensor="pt”).input_features

predicted_ids = recogn_model.generate(input_features, forced_decoder_ids=forced_decoder_ids)

text = processor.batch_decode(predicted_ids, skip_special_tokens=True)[0]

EXKERMER, B5ER BigDL-LLM K TransformersLLMAPI 8l —4* LangChain iBS1&&! ( TransformersLLM 27 BigDL-LLM
FEXKIESHELLMER ) . B ERXA AP IIEET— Hugging Face Transformers {84,

llm = TransformersLLM . from_model_id(
model_id=llm_model_path,
model_kwargs=3"temperature”: O,

"max_length": args.max_length,

"trust_remote_code": True?,

RE, BIE—NEERIIESE LLMChain, FFREZEIEN IMIZEARNSH,

# The following code is complete the same as the use-case
voiceassistant_chain = LLMChain(
lIm=lIm,
prompt=prompt,
verbose=True,

memory=ConversationBufferWindowMemory(k=2),

FERBSICRMAENIERSE, FETEDEELZRNUAKESHEEUNIRETIE, BAFEREE, XIHEREERKIRBIER
4R ARYEA “human_input” SINEDE], KRBIIT:

response_text = voiceassistant_chain .predict(human_input=text,

stop="\n\n")

BiE, BiEEFRINXEAERSBRNBEITS, TESEMNETSIZEZTNE KL, BiHnltiEEs EE5RBENRELH,
HEAE S BTSN, RA BigDL-LLM FiEiEEH S NIESEFE!
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fEEEMN:
RIFRAT A ZRENITERE, BERARAMERIRMEY, R, ABIERAZIRCTO. BigDL BB RIEAR
R, EBEMEREUREF AIBXTIE,

"https://github.com/intel-analytics/BigDL /tree/main/python/lim

"Vicuna t8E 2% XETF LLaMA #EEHIAMER. https://huggingface.co/lmsys/vicuna-33b-v1.3
il https://github.com/intel-analytics/BigDL /blob/main/python/lim/README.md#langchain-api

v https://github.com/intel-analytics/BigDL /blob/main/python/lim/README.md

v https://bigdl.readthedocs.io/en/latest/doc/LLM/index.ntml

Vi hitps://github.com/intel-analytics/BigDL /tree/main/python/lim/example/transformers/transformers_int4
Vi https://github.com/intel-analytics/BigDL/tree/main/python/llm/example/langchain

Vil hitps://github.com/intel-analytics/bigdl-lim-tutorial

* https://github.com/openai/whisper

* https://huggingface.co/meta-llama/Llama-2-7b-chat-hf

X https://github.com/langchain-ai/langchain

Xit hitps://qithub.com/intel-analytics/BigDL/blob/main/python/lim/example/langchain/transformers_int4/
voiceassistant.py
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H4F/R® Extension for Transformer
—AWE: it LLMCPU H#IEINERIA 40x+

W e B K 17 = 7 FH MR |

fEE: RIFFARAER. By ZIEF. ER H#HE

Z4F/R® Extension for Transformer {147
HHF/R® Extension for Transformers REHF/REHIN— 1M EIF TEE®, ATEFES/RCELTER, THEFEWKRIR/RC Eig° oJf

BAIESS (82 Sapphire Rapids, SPR ) E&IHERETF Transformer BIAIESH#ER! (Large Language Model, LLM), HEE4FEEE:

B3 B Hugging Face transformers API F1F) FA 2245/ ® Neural Compressor, A F PRt TT4ERE R F4EKE;,

REREEAEMR (NeurlPS 2023: 7£ CPU LIS LLM #IE ) B LLM #HEIZBITHR, ¥ Falcon, LLaMA,
MPT. Llama2. BLOOM. OPT. ChatGLM2. GPT-J-6B. Baichuan-13B-Base. Baichuan2-13B-Base. Owen-7B.

Owen-14B #1 Dolly-v2-3B S & I LLM;

SR ESERANB TR ( NeurlPS 2022: 7£ CPU ESEIURIRZRIE A1 QualLA-MiniLM: 24 KEBERN MiniLM; NeurlPS
2021: —REIFE, —55KIE: XNUWSRESER TR/ ) .

AXBESNBEPH LLM HIBSTE ( EFRALLM BT ), DURIMAFIBET Transformer B API FE345/Re ZEige AJH &
AIERS ESTIE S RAY LLM #IBAT20MA R LLM TEBIR 3% 5 A RS I F SR,

LLM iz1T7A% (LLM Runtime)
ZHF/R® Extension for Transformers 12 ftH LLM Runtime 2 —f1EZERESHH LLM HEIZTHR, HRRREF GGML, B
5 llama.cpp #8, EBEUMTF:

29

RIZEH WHER/R® Z38° CPU RERZH A IREEAR (MAMX. VNNI) , BUR AVX5I2F Fl AVX2 I &ERT T AL ;
RMHESEBMEE, FI: TRNKE (RBEHRA ) . TRAKR/ (: 32/128) ;

REEMK KV BFHRARAE D ERREE,

B&EkEHTHINEE, FTBHESRAZPHTOMINHE,



LLM Runtime B fEI{L 22 B 20 T~

CPUKERE
(INT4 Rz BERixiEEeS )

VA LLM {4k
HF A RRA (TEEATE KV B, ERE)
s E (CPU)

1. J4F/R® Extension for Transformers B LLM Runtime fal{¢22¥5E]

{EAETF Transformer i API, £ CPU L3l LLM B3I
REARR 9 171065, BIFLIRE CPU LI EHER LLM HER4RE, AP UEMME RS Transformer 2B AP SRi#E1TE4LF

WIB, RESE load_in_4bit' %A true, AEM HuggingFace URL i ARIBER M NERIBNR], THIRM T B B{XRNER (weight-only)

INT4 24HIRHFIEHT:

from transformers import Auto Tokenizer, TextStreamer
from intel_extension_for_transformers.transformers import AutoModelForCausalLM
model_name ="Intel/neural-chat-7b-v3-1"

prompt = "Once upon a time, there existed a little girl,”

tokenizer = AutoTokenizer.from_pretrained(model_name, trust_remote_code=True)
inputs = tokenizer(prompt, return_tensors="pt").input_ids

streamer = TextStreamer(tokenizer)

model = AutoModelForCausallM.from_pretrained(model_name, load_in_4bit=True)

outputs = model.generate(inputs, streamer=streamer, max_new_tokens=300)

EUNIREN: BINEFMHES 401, M8 #TitH, BHXFARRITEHIELRE (dype) MINEBIEREAS, AFTMERENR
B, THRHETIAERX—INRERRGIR:

from transformers import Auto Tokenizer, TextStreamer
from intel_extension_for_transformers.transformers import AutoModelForCausallLLM, WeightOnlyQuantConfig
model_name = "Intel/neural-chat-7b-v3-1"

prompt = "Once upon a time, there existed a little girl,”

wog_config = WeightOnlyQuantConfig(compute_dtype="int8", weight_dtype="int4")
tokenizer = AutoTokenizer.from_pretrained(model_name, trust_remote_code=True)
inputs = tokenizer(prompt, return_tensors="pt").input_ids

streamer = TextStreamer(tokenizer)

model = AutoModelForCausallM.from_pretrained(model_name,quantization_config=woq_config)

outputs = model.generate(inputs, streamer=streamer, max_new_tokens=300)
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1 BE M
SRESN, ERIUCHRN INTA HAESE T BEIRT, ANXERBIBRe B8 #S 8480+ MRS LS llama.cpp H1T T HEAE

bR, RAEREFIBUT: @38 GHz, 56 #/i%, BHABLIE, BESM, BMTF 256 GB (16 x 16 GB DDR5 4800 MT/s [4800
MT/s]), BIOS3AIA.TEL2P1, %3 0x2b0001b0, CentOS Stream 8,

LWEINANA 32, BB ANA 32, beam A 1BTHIHIRMRENHER, #FR

jam B4 token B 3E T—* tokenFI3E | llama.cpp H1 llama.cpp T—%*
(ms) (ms) token (ms) token (ms)

GPT-J-6B 53.17 19.98 546.33 28.4
LLAMAZ2-7B-Chat 55.52 21.96 344.49 32.19
LLAMA-7B 56.73 22.04 324.85 31.55
MPT-7B 61.8 21.05 321.31 31.55
Falcon-7B 4944 22.26 344.7 31.2
GPT-NeoX-20B 179.08 61.21 1361.19 100.03
ChatGLM-6B 61.89 22.28 423.8 31.09
ChatGLM2-6B 56.97 21.69 4841 26.83
Mistral-7B 65.88 25.03 n/a n/a
Starcoder-3b 126.94 16 91 217.07 33.71
Dolly-v2-3b 579 13.41 907.44 23.1
Baichuan-13B 143.8 43.28 842.63 74.06
Baichuan2-13B 129.65 41.64 831.89 69.22
Qwen-7B 135.53 26.87 n/a n/a
Qwen-14B 115.31 45.87 n/a n/a

1. LLMRuntime 5 llama.cpp #IEMAELLR (HIAK/N=32, B K/N=32, beam=1)

BAK/NA1024, BHKNA 32, beam J 1ETRIHEIEMERERDNIT LS

B token RIZE —4 tokenF3E | llama.cpp B/ llama.cpp T—%*
(ms) (ms) token (ms) token (ms)

GPT-J-6B 685.42 21.72 10953.2 31.4
LLAMAZ2-7B-Chat 857.86 24.46 11957.3 359
LLAMA-7B 848.21 24.26 12239.28 36.92
MPT-7B 114415 23.04 27676.7 61.92
Falcon-7B 929.32 2719 14305.8 34.67
GPT-NeoX-20B 363711 65.45 33850.3 85.4
ChatGLM-6B 2897.44 27.38 12315.4 35.113
ChatGLM2-6B 92997 23.88 10684 29.431
Mistral-7B 790.21 30.69 n/a n/a
Starcoder-3b 2648.3 22.35 n/a n/a
Dolly-v2-3b 899.98 15.2 9653.8 26
Baichuan-13B 1426 45.35 58088 89.94
Baichuan2-13B 1216 47.78 44567 102.69
Qwen-7B 1395.04 30.04 n/a n/a
Qwen-14B 1827.66 4898 n/a n/a

R 2.LLM Runtime 5 llama.cpp #I2MHRELLR (SIAKRIN=1024, HHAK/N=32, beam=1)
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RIELR 2R SEHGTESRIRERRC Zige afi BRAIEEE L llama.cpp #8LE, TIERE token B2 T— token, LLM
Runtime #R8E B ZEREAITE, BEA token AT T— token FIEIRIRE D AR F %X 40 &' ( Baichuan-13B, AR 1024 ) F12.68 &
(MPT-7B, #iAJ31024 ) . llama.cpp HIMIHR AR EIAKIBE.

MAERI1MR 2WNKAER, 5 SEFESTESEARR/RC E8° AT REIE2E LR llama.cpp #LE, LLM Runtime BERE 1R
FESER LLMBOBIRIERE: ERAK/NNI1024 0, S 358 2 215 EHIIRFA; EMAA/NA 320, 2176 B 343 BRI,

YRR MM
HHF/R® Extension for Transformers B Fll B 245 /R® Neural Compressor H1f SignRound. RTN 1 GPTQ S 214 5%, HEHR
lambada_openai. piga. winogrande ] hellaswag #IBERAE T INTA HEEMRE, TREMTNERFEWES FPI2 EMRMRILER.

T9E

=5

i
EleutherAl/gpt-j-6b RTN 0.643375 0.64105 0.996386
decapoda-research/llama-7b-hf signround 0.688675 0.682925 0.991651
meta-llama/Llama-2-7b-hf signround 0.69015 0.6868 0.99521
databricks/dolly-v2-3b GPTQ 0.61345 0.609 0.992746
EleutherAl/gpt-neox-20b GPTQ 0.673975 0.6687 0.992173
mosaicml/mpt-7b RTN 0.689 0.683425 0.991909
tiiuae/falcon-7b GPTQ 0.69815 0.693975 0.99402
baichuan-inc/Baichuan-13B-Base GPTQ 0.49885 0.49475 0.991781
baichuan-inc/Baichuan2-13B-Base GPTQ 0.6932 0.68785 0.992282
Qwen-7B GPTQ 0.683175 0.6726 0.984521

% 3.INT4 5 FP32 4T tb

MLERIFAEL, ZMERETF LLMRuntime #1TH INTA HIBEMRIERRN, LFETUREBARIE, BIIRIETRSER, BEH
FTRIBRFLANEFTHMARE, MERTRESERHAT, BHREHEE: httos//medium.com/@NeuralCompressor/lim-

o

EAHNINGE: BRELLMBEZIBENASES
FIY, LLM Runtime FELETREE CPU RIBKBFHTILINE, BRTAGEAIENFTRZ—, FK, FRH—SLHTBA,

A, LLMRuntime MMBMIEFHEHENMREIERYE, HITERNTRENBEIRISGREENXNABHSPNINE, HER
RT LLM IR 7 S el BE B B A LU Tz FA pERR:

1 SHEMXKFELMMERE, WiEHEBRER.

2. WMEKEAR: LLMERTISEERTERNEIIKE, Blt, SEJIKEBHTIISHERMEIENEOANG, H

ERMEESIRE.
3. FEET: EMERBME, ET Transformer B LLM S7EMEETAE St £ R token WRERS KV), MNMMEBNEFEERTE,
ARRD AT ZEIZHN,
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KFE—NERE, LLM Runtime KISHEINEEBSMNE S XE D EBURUA R ERESHHIMBUEER, M lama.cop B AT REERIFiE
F_“quiz_ﬁ'ﬂo

KFE_ME=NE, FEITERI LLM (Steaming LLM) EERLEIZESF/R® Extension for Transformers B, MiMBEREMLRNEFER
FIREHIRATLE,

Streaming LLM

51&4% KV BEERTRE, RIS EEET EENLE (Attention Sink) (4TI token ) VURFHEENTHEMIZEN, FHEH
R KV BFIRERHR token, XXNBEREEXREE, ZIRITEGRANRIEN, TTIEEMEIREBEHFAREMUE R RoPE
HEXNNIERS ALB B EFIESEE A,

4
Tokgrzﬂ O| 1] 2

4
o lol 1] 2

To?-'lzeﬁrzﬁ O| 1|2

EBATR  #WEFN Token RIMKV EF

B 2. Steaming LLM I KV E7F ( BIFEE: B A T AEMERRNIESER

S, 5 llamacpp TR, AL BELESINT “n_keep'H“n_discard ESHRILIR Streaming LLM I, AP A {ERFIEKISE
B KV EEFEPEREBH token HE, HEABEFRBEECSERN token FEZFNHME, I T EFETEMEERE, ZHRR
INEKV EEHEF—FBEH token,

BIRT, AE—FREMEEE, FKiI1EIE Streaming LLMZRINEI T MHARIAEIN R, NEER 2 AIEEMERRG (RoPE) LI & 7
N, BBARFTSWIMEM K-Cache M A“BBNLEE (shift operation)”, ENFIBGRITRRIEMM. RESHEM token HITESHE, X—
AR LRI T KA E ERTHISZE ETSCK/D, TEETE KV &7 L TX e WIER s R = E M TH,

“shift operation” X F HEFZ RO IRMEM K BXE, HEHFTE. HlM: WRED token ) K-IKEMHEREMNES m HEEET
mx 6 fori€[0,d/2), BALECBEBMNE m—1 XMIBER, WALSEREE (-1)x6;fori€[0,d/2), XERBRER
n_discard 4 token BFRT R EMNEE, MUIIRRIRHE token FIEE 5D n_discard ™MIE, TEILL “n_keep =4, n_ctx =16,
n_discard=1"A#l, BRTX—IE,
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How the Ring-Buffer KVV-cache and Shift-RoPE work

0° 11 22 33 4 55 g6 77 88 97 1019111 12121318 1414 151

o 1 22 3 [l 55 s 77 80 97 107011111212 1318 144 15 R
shift-Rol

00 11 22 3 [l618 5¢ 65 76 & 98 107 111901211 13121418081

Insert (4)

shift-RoPE (
o =1, keep=1) XY
o 11 22 33 TEMAZE &« 75 8 97 108 117 120030142088
shift-ROPE (
=1, keep=4) Where, .
00 11 22 33 --- 74 85 96 107 118 129 131014||E —— = X:theindex of the cached
Shift-ROPE ( :;";ﬁ“ i
=1, keep=4) - :the sequence Iindex
0 11 22 38 16M178[8HASE 8¢ 95 106 117 128 137 na0asN which K RoPE-ed with
shift-RoPE ( = Theblock: the K-cache fora
=1, keep=4) token X RoPE-ed with Y
00 11 22 3% 16117121818 19142018 9+ 105 116 127 138 147 181 .. . Thestrength of colorfilis
shift-RoPE ( associated with Y
=1, keep=4) = n_keep=4;n_ctx=16
00 11 22 115 12¢ 137 148 15° . o0ea
shift-ROPE (
=1, keep=4)
00 11 22 3 187 17191811 19122013 21142215 124 135 14¢ 157 148 _
: INSertIs)&d
shift-ROPE (

00 11 22 33 144 175 18¢ 197 208 21° 221023112412

weagezrs

3. Ring-Buffer KV-Cache # Shift-RoPE T{E/RI2

FEIENRE: RESIENBEETHRLERTRE, MREX K-cache Hl V-cache HITHEINMERE, TRNBSHWH/LFHEANER (H
EFERZFRIRESHHRINER ) .

IR ALEE A TMUEB B 5 Streaming LLM:

from transformers import Auto Tokenizer, TextStreamer

from intel_extension_for_transformers.transformers import AutoModelForCausalLM, WeightOnlyQuantConfig
model_name = "Intel/neural-chat-7b-vI-1"  # Hugging Face model_id or local model

woq_config = WeightOnlyQuantConfig(compute_dtype="int8", weight_dtype="int4")

prompt = "Once upon a time, a little girl”

tokenizer = AutoTokenizer.from_pretrained(model_name, trust_remote_code=True)
inputs = tokenizer(prompt, return_tensors="pt").input_ids

streamer = TextStreamer(tokenizer)

model = AutoModelForCausallM.from_pretrained(model_name, quantization_config=woq_config, trust_remote_code=True)

# Recommend n_keep=4 to do attention sinks (four initial tokens) and n_discard=-1to drop half rencetly tokens when meet length

threshold

outputs = model.generate(inputs, streamer=streamer, max_new_tokens=300, ctx_size=100, n_keep=4, n_discard=-1)




SiEE5RE

AXETF ERIEER, RET —DERERC Eig° iTY RGIER LTINS HEEAL (INTA) LLM HBERBRARAL R, HEE—RIIE
B LM EEE Y BRAMEM R R T BN FRMEET CPU WARR S REVIEREMSS., Kk, HITDEH—LRA CPU KERE
T RHITIERE,

WORIXA 2 /R® Extension for Transformerdf fFERRH/R® & _ LB SHHNZIT LLM #HIE ! BIUDNR RSB EREE (repository) 12
RIEMIERK (pullrequest) . DAL ERID], HAFERNRIR!

S E S
ERESA A SR RRNERRADA LSESREPREXR TIRIMFET, /DS, WEE. TS, T8, P,

1 #R#EZ 2 Baichuan-13B BB token MIXERITHS,

2{RIBER 2 MPT-7B I ™ —1 token MR £ R E 1S,

S EERMERE = B token MEAE + 31* T"—" token 148E,

prXE S|

FRRARER SR E=F R, BEEEZAE, BIHEMRR, HRARRBIEEDER,

ZRRBRAARERERAEY. RURERS, FRMEESETRAAREEMTN. FEEA-RRAGRENREN. BESERIBENRRIZSTHEFHTERLIRE, RiER intel.cn,

TERE TR 55 FR O 4REA TAE Lo v AE(RAE SEAS /RIS IR 88 L3447 T IEREAL . 180 SYSmark ] MobileMark SMX AR FREITEN RS, BB, D BIERAZRINEE, DRMTABRNTHEETHE
SHMHERNEN. ESERMERRIEENR (REE SR REARIETIEE) DB R T 2miTth. ESER, R www.intel.cn/benchmarks,

TRR B RIRRN R Bt R R RA RN HF AR E X EHN/HEEROET,
© TRRARMRIAAE.
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intel

XeON

SR RF/R® 25g® Al RCIER

RENEMER, iLEEERE—P

FEEWHMNAAIRTANE, FERANREFRSHOIET, BERAREREHIUNE
MEEMRAROE, EXNHNNALR, BNIXTFEEFRR (XTEIBMERKE) ,
e NBSERS T ROFaRHENENRREMDBNEETK,

FOARERe ZRC Al RUECEREENATLEEE (AN, BIEST. FHENBMZTE
HEREE K TR SRAITREIR, ZERERSHREINRSS, HOAMIKET
EERERBMESLE, FANAASHENZEER, BIERYSRNZHENRIE,
HERBETNEW SN IINER. ERAXMEERS, BUNES MBS MEHRT
TR, REBSNMEEKR, BEFRe FRe A ROGEREARENRENE, TER
EEFERRNTARS, FHEIEWIRF SN AHBE,

REFRILVAIESIE, SHHENXEE

ERTE BT IRRMEAE, 51800 CPU RIZEMELE, NEIMERE—FMEAMEEERNGE. BIREMRBZNRG AL, £—
RER/Re Fige A RGERERIEATT AR S THER LA S E I SREREINFELL, XTMERIDIRE CPU FIRX,

FHEIRE, ARSIREERE (RO, RRNEEFEEEWSIINTHEARBT.

TR BRIEFFT R ( Intel® Advanced Matrix Extensions,  H TE[E vRAN HIZE4F/Re BREXEH R ( Intel® Advanced Vector
R AMX ) ATINEBRIBSLIE (NLP). HERSF Extensions, 3H/R®AVX ) EHREINFEER ARG EM T L
E&IRBIERES T (OL) B4 T/ERA S, BEAML VRAN) WEER E—RFRIBEEZIA 2 5%

TEHF/R BURTRINESR ( Intel® Data Streaming Accelerator, [l F4F/Re BREEH B 512 ( Intel® Advanced Vector Extensions
FR/R°DSA ) AR MATRERR G LIRRIE, KiE 512, FRFR®AVX-512) ZRZAFmNRATM (FMA) #T,
RAHGEE. MEMBIEREE TEAZRIMERE, HEaZMK, FAEKEESHITEESRSEE.
RF/RCe FRSHTMESR (Intel® In-Memory Analytics W F4F/Re HIBRIPSEHEINERAR ( ZIFRe QAT ) FIMEM
Accelerator, Z4F/RCIAA ) FIZRSHIEDTIERE, RN RENBIRESE, TEBEITALGERAZIEXLEES, B
CPU Rtz LENEESS, AEBUREEREM T EREINE, BIER A S ENE,

RARe ISR HIIEER (Intel° DynamicLoad Balancer, gy Z§/Re BBIREREHINE ( Intel° Crypto Acceleration ) FEE

HHF/R°DLB ) AR R A K TR ARSI D E
Iz CPURKLE, ETFEHSHIMATTE,

TEEEBREMZNZM, RS TREERFE (SSL)
Web fRS528. 5G EMiZHEF VPN/FG X IEE B EUKRE TIE
AR MERE,
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FREM | BEARKRe Zige AT RGER

Al

SEEMNREHESHERREEHE, FERRE/RC EZRC AT R
AIRBRIVHBEHHEH Al HEMIIZERE, /RS AMX AL
BEERSHERRA. NLP. BEGIRG]. FEAGERND K UAREES
FREFI TEAHRMERE.

SER

FORER/Re Zge o BRI MRS TEIEAEHE
R LEENRRIMRE. XETEAEBEISEWRE. 2FMHE.
HIRRAEER Al HIEMIIL, ZEIRRAERINNERE PR R
SHREKT, RTEEIMERSH Al BURLEINAIE, ZGIET
32#F DDR5 AfF. PCle Gen5. REF/ROBHEEEEX ( Intel® Ultra
Path Interconnect, Z4§/R® UPI) 2.0 1 Compute Express Link
(CXL), BERHATEARMENTILE,

by gl

SBIU/Re Z58° i RAMNESRABERINIRR I IERNEEURERE.
REE. LECE. MEEE BN, RUBEFML (ERP) IEEDTH
THRE, Hep, HE/Re DSA IHEHEGEZEE N AT E LR
IREMATEIRIR(E, /RO IAA TETEHE CPU MAZRUESSSREZFH
HRFERFNEILE,

EECEIEER TS

JRHFRE DLB AT @ AKIERREH LI ML BIRER MR,
TRF/R® DSA FTEIEEIRE IR E DHBIEREIIRE, MMBHRA%
PR, XLEREINERASRETS LI R R MR EUR 2 B AN R L 7 & 2K
Efeh, AREBABUHENRNEFERERE, EMERTTEMLRES
A,

=

REF/ROQATMERNETERREK/Re Eie A RUESR, A
RIERENERIFENE, REFRe QAT ANEERS CPU MX
MNAELE, FRDBIESAZEMINGE, WaedWHNEHE
FRMERERRR TR IR RIE,

Z2H

IR MEFHIPH B ( Intel® Software Guard Extensions, 3
/R SGX ) REAIHBLATRNHAR. ZREMMNZEER
HIRPOBNBIHTEER, BHER/DINEELR.
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=153 {5

FHYEREE R
(5 E—KFRILLE ) 3

=10

PyTorch SERTHEIE NI ZR1ERE
X2 RBRNERNZEE/Re AMX (BF16) Fif
5 F—R™=% (FP32) M L4584

3

RocksDB 4 8E
XEERH WEE’J*#%/N@ IAA B
5 KRB tbRE RS

=6 fi

B IOPS 12 A F=31A 37% HIBTZE RS
XEEX ARSI FZES,
B RZEFRO DSA BT 5 E— R mBY EEREERe

= i

SEIRL
XECHEENFEEERS E—K=&
£ VRAN T{ES & 5 R bR 45 BR2

2 05%

Rz IR R 2 (E—RIEREBFILERA
X2 R A RERZR/R® QAT if
55— KRR ERER




FaREN | SEATRRe ERe i RLER

BAR R

FEMRRAF/Re Zge T RURRRBALHEN, 2ZMsEt E—
KERES, SRREZA 60 MiZ. SNRAIFHEE, WL,
MOEEsk/\BREE., AT SHEUEINXfMERERE, ZFEEaERE
FE@N/EE (/0) FRARFEEM T HENBH, DDRS RIFRMHNE
BHRES DDR4 RS %A 1.5 &, HERAE 4,800 MT/s8, It
4b, ZTEETEEEI 80 £ PCle Gen5 BBFR, SZHINES
MLk, 1/0 BRIRERA. ARMEBRTIRM CXL 11 EE, i
= M4 B CEM N IR S REIE S RETT. FIURERIRE Zige 7]
1 EBAMESS T RNEALLE T DURIE TER B ERN TR ET BN
B, LS, RAIRIEAT ARSI TS

H—LIRAME. FEMITE L, ABEIBEESENESIE
B 4F/Re BERtgHELIRE T ( Intel® Infrastructure Processing
Unit, Z4F/ReIPU ) KRS CPU FIFBE

BYRF/ROUPI2OREZSHEHE (BX16GT/s)

{FFEKF/R® Speed Select AR ( HKF/R® SST ) A CPU
RE, #HRFELFRENEX

BIN=%4E% (LLC) HERE (AR ZEZIAI00MBLLC)
BEEAER R RS NEIREEN ZETBNER

{EF /RO Virtual RAID on CPU ( 4§/R@ VROC ) , Ml
TEBHRBEMAPRAID R

SRR ERC AT REIERN
RIS IRINBE

PCIl Express Gen5 (PCle 5.0)

WREHM /O ERE, BIE CPUMEBEBRIZE ZESEI
EENEHE, FNREN/Re Zae i BLIERES
£IK 80K PCle5.0BiE, FEEATERMLE. SFn
INERBBM S EREFEIRE. PCle 5.0 B9 1/0O H 32 PCle
40 WS, MESRERAMHIRMEAT CXL EEN
EhiliiEeE,

DDR5

NESAEGERREUERS, ReiT84EE. 5 DDR4
#HEL, DDR5 HWHEIRSZIA 15 F°, ELtBNSREH
148E. BEFEEBHIETAE A, 58N DDRS, SEIHMLILRF/R®
Z5ge o BAESHRHRIRE A 5IA 4,800 MT/s (1DPC)
=} 4,400 MT/s (2 DPC),

CXL

EEEE T—RIIEARAN CXL, BESIRFONITTE
FHEEF & BRI SR BEM A (TCO), CXL 25 —MiE
¥ PCle ¥R BETHMIX, BILLTER—5%88 £ RIAT
PR PCle 1R # CXL 188, CXL Al /3R — A K8
BENR: £ CPUMIMZERZEEIEL —H-—BHNRES
8, BEEIARMERIRRORSSBELNBESR,

MESHEZFHSRHREESZIM B—RFRe E3ge T RGER

MEHEIRABRRYG, RERREMESERNRRESR, HMEWNNSEIR—RFIREH KEOWSBR, RNEFERIPRIER
£, LIERRHEANIHERERFEINFE, TEME Al TERE, MREHFEATRESRN, REFRe FEC A RUGESRM
AEEWAMNERREREZNW S, RUEFENTEFMELSHNATBELE,
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FOAEK/Re Eige Ti RGIEREA

RIFRe EigC $HE 8400 LERZITEREAFRNESZHIEFLONESL, THREEBESN. Al SEEEMIRENZS T IE
faEmiit, XENEREEESMHE. BANTFANENLSNITEAHINEED. ENERELBNETEANREMNBR/ANS
HRAMIEMRE—I BB SRRF/RC E58° $AE 8400 AERZHZIA 8 B E. FEEGEMEZTEHIERNEIRRS MR
SRR 1/O MEREA, XLELIRIRAE /0. AF. FHEANSRARDEISSIE, RmeEREFbERIRINANIEE B mIIRA R
PERETRTER. BXREAEE:

- BRERe ZRe I RERAESESIE 60 MK
- BMESRE 8 FAFEE, ERFIX4,800MT/s 1DPC)
+ TRRO AMX TR Al IR SRR E 2 S HEIR AN 2R 1ERER E K TR ER

PR EiEe 2H 6400 HK/Re EiFC £4F 5400 LERZZ A BRI, HEHWERTHFNERKIEF L. ZTit
BORMEMEETEARBT T ML, ILLERTHERNAFZENEANAGFTEE, HRTESHIEE. BERANAEFIN
fE. EMERE MM TFAHIME,

JFF/Re E35° SR 4400 MERTRMEALE. ERNAFREMEHEREEN, BEENNRBEHROTE. NENFHEATN
T IRIREL M RE,

TREZER

Bx bR BB WIS ERNEZ(ER, 57 intel.cn/xeonscalable #l intel.cn/content/www/cn/zh/products/
docs/processors/xeon-accelerated/4th-gen-xeon-scalable-processors.html,

intel

XeON

PLATINUM

238 8 BBHIATH R
ANERF/ROUPI RO, EZERN16GT/s
80 % PCle 5.0 i#i& + CXL

¥ DDR5, ERERFA 4,800 MT/s ( Si@iE 119
DIMM ) 2 4,400 MT/s ( EiEE 21> DIMM )

XEFRAF/R® HEE™ F A A7F 300 &5
THFIR® AVX-512 ( FAN 512 i FMA )
REFRO BLIERARFREFRe ESNINER AR
FHRFIR® AMX
FHF/R®SST
SR SEIE, AR A4 1E (RAS)

TRROSCX RA VB ERIA 128CGB ( ERE
BIESH SKU LRATTHEEZIAS12GB)

B SRAF/Re QAT H4F/ReDLB,
TAF/RO DSA FIZAF/Re IAA IR TEH &

238 4 BE AT B
SAPEE/ROUPIIRA, REHR16GT/s
80 £ PCle 5.0 i#i& + CXL

3 DDR5, EREFIA 4,800 MT/s ( S@E 11
DIMM ) 2 4,400 MT/s ( HiEE 21 DIMM )

KPR REE™ F A A7F 300 &5
JHFIR® AVX-512 ( B4 512 i FMA )
FEHRF/R® BRI AR R /R FSAMMERA
TR REF I IERARFNZERFRe AMX
FAF/R®SST
SEHERI RAS
RO SCX RASMBE A 128GB

BT /RO QAT HE4HF/ReDLB,
ZRF/R® DSA FNZEHF/Re IAA IR TS,

intel

XeON
SILVER '

238 2 BRI AT R 1%
2P EEH/ROUPIIRA, REHR16GT/s
80 £ PCle 5.0 i#i& + CXL

Z#DDR5, HERA 4,800 MT/s ( Si@iE 119
DIMM ) 2§ 4,400 MT/s ( @& 21> DIMM )

FHF/R® AVX-512 ( #4512 il FMA )
BRF/Re BRI AN /RC SHMEREAR
$FRORE S I INERE R FTEFRE AMX

TR SGX RA SIHB E5IA 64 GB
Vard
/.

ANE SRAF/RC QAT ZHRF/R®DLB.
m 5

)
ZHRF/R® DSA FNZERF/R® IAA DR TR S,
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T E=REE/Re Eige Al BAMERS AMD EPYC R IE2R4ELE, FEIERMATMULK [126-130]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/
processors/ ( BERERRE Fige wi RALER ) . HRTERR.
2 FEERATRIEA [N9]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SR EEF/Re Eige aJif BB ) . £RATERRE.,

3 FEERBLTRILA [G1]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( BN IE/Re Eige i B IES ) . LERTLETRRE.

4 BEEEDMN TR [A16]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SBIIAZESRF/RE Eige i RGPS ) . ERTHERRE,
5 FIEERLA TR [D1]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SEEMKELF/Re E3ge o B ERR ) . £RATRETRR,

o PFEERM TR [N18]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SEPIRZAF/Re 180 TTi RALIESR ) . LR ITRERME,
7 FEERL TR [N16]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( IR EEFRe Eige A BAELS ) . ZRTHERE,
8
9

FEBERA TR [G2]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SEAXHAF/Re Fige AT BB ) . ERATRETRRE.
EMARFRE Bige AT RAERS ) CPUB 80K PCle 5.0 B, HXHFFFlexBus/CXL, MEBE=RRIFRC E&e A RALEBMNES CPUE 64 K PCle 4.0 BE.

© SFIRIR/Re ZiRC AT RAIZR A% 888 DDR5, HEFIA 4,800 MT/s 1DPC), MHE=NIH/RC B3]e ATy RAIERE S 8 Bill DDR4, EZEA 3,200 MT/s(2DPC).

" REBS EAFRC B3RO £HE 6400 IR R R S A MM AT R I,

IEBEEATBAMSKUME, ESFRIFE, BRERNRO FRIEIE,

KRS ERER. EENRMEENERXM. ESERIER www.intel.cn/Performancelndex

MEENTERETFREFSPERNBAPHTHONL, BURARRKRAEAATANRSEN. FHEESAREERKE. REENTRNAFRENREN,
B AMLERATERR,

RRRBERTHRRERAES. RETRERS,

RRRATERAF T B SRR, BEFEZNT, BOHEMKRE, HRARRBIERS &R,

AXFHRREXTF KK HIRARWATIRERR, ZRAET YUY, BEETFSNRNTRERNRTEEREGERSARRARARTHNERELRETRR, FRNRFREZELESREZE
RRMEREXH, TRF www.intc.com,

© FFRATRMAE, FFR. RERTANRRHEEERER2ERAIIRFARNET. HtiKS RN 2R MMEENE,

1222/MG/PRW/PDF EEIFIA
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A&

AIEEE (AD
REFRe BRIEFET R ( =YF/Re AMX)

B B4R SN R (GEF/Re
AMX) iR A TE8E (A T{EHRE;

SUFREHNFEARER/RC Zige nfi RUGCIESRENBENRIFRC SRERT R
( Intel® Advanced Matrix Extensions, F4§/R® AMX ) Al#—$1RE Al TIEE,
S E—K a3 Z 10 {SRHIENII LR IR A .

intel

XeON

4]

ffift Al ks

MEBMBREF R AZRN AR BEMBENAFCTER Y, BEISIFHRMBZANN
FHEFNERESE (NLP) I8E, WIBIARRZRPNAATEEE (A) KEES
Wik, Al EERNMER TEHBTERMEIEERIENSE, MRARRERRZ B
BEN, MXIERTUTHEREWERXEME. BARER, B2025F, 90% HMAMAY
WV FRRAERR R S ER ATV Al THRE

Al TRk 2%

iR

=E -

WEERE IS
GPU+CPU  GPU+CPU

BRRRENRLE

CcPU

3MMEIERT ALK& B IR,
5 MABIERT Al TIEfRH,
FHER/NREA ALK AP REIE 38 E RN RARRT K,

1L AURKERR Al T{EG EHALIRIRELRD

FORRE/RC Zige o BUERRNE Al IIERBZ—REF/Re AMX, 2AFHE
it Al FKLGHIBAEER, TEHHEEE CPU £ Al NASHEERG, RE/Re
AMX BRIZABIZIHHBEESEZIIZ4EED (WE 1) 3, BRI, EMAET AIHEET
ELHERNSRNEBIBROLIERE T, TE/Re Zige Al BOCERN LSRR 70%;
Elt, A Al BSEFREERF/RC AMX BEOREG/Re Eige af RAIEE,
E—TMESUNEEHAREAMN Al TIEAZMERSN,



BRAREN | EHFRRC SRIEFT R (FRH/Re AMX ) IEA TEEE (AD TERE

IR B N3 23 Y IE B

B, RARNBEERO REZIIMERAR (Intel® Deep Learning Boost, F4F/R® DL Boost ) ISE =X FIF/Re ZEige AT BE
BRI AIBRE, THRE T BIIBTEFRSRAMN (SLA) WEKRK, MABERRC AMX HEMKRER/Re E8e Al RAIESR
M E RN TE,

B 2 Fim A RS /Re AMX ZERFRESEIEIX 5.7 E 10 S8 PyTorch STRT#HBMAEANIER; B 3 iR AEE/Re AMX £
BSLISIA 3.5 Z 10 &/ Py Torch ISR IEEEIRFARIE R, FEERIERE, R AMXEFH-—PRAZTFREE. BEF/Re AMX
IERBAEFRAANLWES BN CPUBRAR 2, IRFRASHEMAEE, IRESRRES AIKAK CPURER,

FOREFRe Eige T RUEEBZAERERC AMX,
SEMEA 5.7 £ 10 FRNERSERHIRERERA (RS )

12
10 10.01 PyTorch
8.61 MEE: FORERHR
8 EIR© i 8480+ 12}
/R® AMX BF16
619 6.25 6.24 (A )
6 5.70 HEERE: F=REERC
E3E© i 8380 1B}
(FP32)
4
2
0
ResNeXt10132x16d ResNet-50 v1.5 BERT-Large Mask R-CNN RNN-T SSD-ResNets-34
ElfRos NLP Ei&aE EEIRR TR

2. FOAZER/Re FRC Ay REB[AEZR/R® AMX, B PyTorch SEATH#EIE®

FOEAERFRe Ziae ai RGIER[RAEREF/RC AMX,
SEMEA 3.5 E 10 ERRRIIZkIERERA (ST )

12
10.3
]O PyTorch
FEE: BOARERE
8 Zigo % 8480+ HEE
( Z4F/Re AMX BF16)
6 54 HRRE: FSRENRC
a4 4 4.5 E3ge A& 8380 A2
4 35 (FP32)
i . I I
0
ResNet-50 v1.5 BERT-Large DLRM Mask R-CNN SSD-ResNets-34 RNN-T
Bigs NLP HERA H@s 8 MR EERS

3. BMOARERe EEC A RAAEBRRERF/RC AMX, JIE PyTorch JI145°

BEE 4 B HER/RC AMX FREMEERAZATE KR ( AFE—RER/RC g o RGERFR ) BE IR
IMAERERR T .
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Vo l—L >
BERERSINERR
ATEGHTRSENTHIZE
ResNet-50 v1.5 it #iI2 1 1%
TensorFlow, INT8 =]
futstradis il
10
ok
it
e 5 2 &
gg R
. -
| =
TR EgO FREFRe Ege FZRZFRe Ege SRR Ege
iR EE iR ESR iR ESE iR EE
(281 M#%) (281 M#%) (401A1Z) (56 M%)

B =#ReDLBoost M ERe AMX

4. B —RF/Re Zge o RGERAEE, SR/LATRALE, RERe AMX SEIAELME MR,

F/Re AMX 21142

TR AMX ERE TFEMNARE/Re Z5ge Al BAEEPRNERE, TRAEREZS OL IGMEEIERAR. BERRRe
AMX, FEOREF/RE Zige Al RGBSR EMRCERTEN Al TEAHEIRERR, #E—FH5FE, BEEEHENHTER
TR, WaRRERER, BRI A EBERIINFREMELE, FOARE/Re Z@e i RMERMASIMHIEE. FRAR
A RS IE Al THEERADSRF AR MIESELRM (ISA), HARS AITHEEREE, MRS RIERSG/RC AMXIESENME. BERE
¥H oneAPI DL 5|2—Z45/Re one AP SREMEZMLEEE ( Intel® oneAP| Deep Neural Network Library, Z4%/R® oneDNN )
R ZEBIE TensorFlow, PyTorch. PaddlePaddle #1 ONNX RN ZMNER Al BRI EY A,

BF/Re AMX %24

BHHIRO AMX BB (LES ) :

E—MWAHN TILE, F8N1KBA/NI 2D SERAR, TEMEAKIER,

B WA HFHERTOR (TMUL), B25 TILEEENMESIE, TRTRT Al NERTETE,
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TILE: + SESHIERESRE
2D FE!XH (TMUL)
290
135
2 4 7
| 815
SR AR EE P E
FAMIIER EAIERMIES

HEF/R® AMX

5. BEF/RO AMX 223 2D FEFE23 34 (TILE) # TMUL 4H5%

HFIRO AMX ZHEFMEUERE: INTS8HIBFl6, MEWTATF Al TIEAEAENERRESE,

HEELEFP32 (A ZEEANREREEZREN ) NEERFTER INTS IMAIERE, BT ZHERENEERIE, Fit
PO EABRNEEXEMES.

BF16 XMEHERE LM ERE R VB ASRINGHEKR, LENCHEL AIHELNESHERE,

EEXMFRF LR, ERRe AMX KIL T ATRKIRERERA ., 5ETERRRC SRREN R 512 MEMEIES ( Intel® Advanced
Vector Extensions 512 Neural Network Instructions, Z4F/R® AVX-512 VNNI ) BE =K TEF/Re Eige o EBAIESRMELE, BT
TERR® AMX RIS ESF/Re ZEige Alf BRI RO HARBRMNIT INTS EERIREM 256 RIS ZE 2048 %, Lthoh, WE 6
Firn, SEMAIAF/R® 250 Al RAMESRAIERAIHE FHHRMNIT 1024 )X BF16 28, MHE=REF/RC Zige oJi BOGESENIT
FP32 ZHANREA 641X,

1,024 | 2,048 ¢
H"'J H:'.T
T af
16 15 5 H
I Eg By
27 g |
R R
64 " .
[ ] - B

R EH

B =roavxsizrrs2) ] mumeamxerie) ] ®#Roavxsi2unnionTs) ] E=RRe AMxanTs)

6. 5EEF/Re AVX-512 VNNI H8LL, ZEF/Re AMX £ INTS ] BF16 MMEUELARNRIMNEHE,
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Al %
RE R /Re AMX MBI EIS/Re 2ige A BRI B FISHRESS (DL) B,
WERG

= ZGCEREFEZNED, SRHTT SRERN, WUERMEECHNLRAFPGE, EFREFY (OL 2 AFA LR
7, MREFEMHNREMBRERXDEFTEERENNEEZRLA.

) BRESLENNLP)
IEEHIE, MBFY (ML) FERESNE (NLP) MAREWSIRHMT RIEEST. BIRNBANNBIZSSHINEE
RXBATTE, Tt 2029 F, BRIESHENANSHRTIHMEIGIAR1,6181125% 7T,

=\ = TEEBERGBRAR
&= 7 PyTorch. TensorFlow ZEMmEE Al fLLREREM £, BEEAREFS (DL) HIEBMIIL, KBEEXSHE, HE
IEERXK, BATERIWBIMBAFRMEEBHEPERE,

B SREF/Re AMX XL B EThNE

BEIRE/R® AMX, LFEXEEES, BITRAMRE, XERTSIMEIAMERANERIBETRF/R® oneDNN Bfift. Windows
Linux BIERA. EFRZMEBL (KVM) SN EREMN EEERFHZIFIR/RC AMX 159K, INT8 Hl BF16 ZEE TensorFlow
N PyTorch EFREZRANTENNL. FRARBEHIERR® 5 KR OpenVINO™ TEE (Intel® Distribution of OpenVINO™
toolkit) SCHY Al HIBMBL. fitk. FHAFMET, BENFHERETATEESHFBAIR. ME, FRARIFBERERI/R® Neural
Compressor BRI ZHAEBRI S5 INTS BUESEEL,

ERAFEARERC ZiRC oI RGERE) Al INE

ERAAERRRC AMX EBIRRER/RC Ege A RAEE, ROELE Al TIREE, EFNATFTEIL., ABIERLEZEE
R Eige A RAMESRNEMZ EEH—F, BHESIMERTSESEIRAR, FEEMHER AlIZFHEMEE,

BRERRe ATEEMEFS/Re AMXBWEZER, 1B intel.cn/content/www/cn/zh/artificial-intelligence/overview.html o
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intel.
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VFEIE R TR [A16, A17]: https://edc.intel.com/content/www/cn/zh/products/performance/benchmarks/processors/ ( SEEUAEIF/RE Eige Al BAIESR ) , ERTEERE,

2 Forbes, “Top Artificial Intelligence (Al) Predictions For 2020 From IDC and Forrester”[IDC #1 Forrester % 2020 F A TE&E (Al) FUEMEATM], 2019 £ 11 B, forbes.com/sites/
qilpress/2019/11/22/top-artificial-intelligence-ai-predictions-for-2020-from-idc-and-forrester/#4fef9821315a,

3 The Next Platform, “With AMX, Intel Adds Al/ML Sparkle to Sapphire Rapids” ( ZR/REB AMX EEMRZER/Re Eige ol RCEBRERHEMN AI/MLIEEE ) , 2021 8 B, nextplatform.
com/2021/08/19/with-amx-intel-adds-ai-ml-sparkle-to-sapphire-rapids/,

¢ BEFRR/RNEE 2021 F12 AiE1T Al BB TR BN 2IRBIEF DRSS [ENFENTIIRE,

5 PyTorch 18844 AEFE B, PT-NLP BERT-Large: 8480: F¥im, & 2 MRFIRC Zi8° & 8480 RERMIFE/F &, BMTF1,024 GB (16 #Et&/64 GB/DDR5-4800 ) , ucode
0x2b0000al, [&FAEKE/R BEIEA ( Intel® Hyper-Threading Technology, ZH/R® HT KA ), BAEERe BMIMEER, CentOS Stream 8, 515.0, 14 1TB Bf&/Re B
SC2KW256G8 (PT)/Samsung EZE 860 EVO (TF), BERT-Large, ##2: SQUADII ( F8IKE=384) , bs=1(4 #/5f), bs=n (E8&/HI), bs: FP32=156, HHF/Re AMX
BF16=116, HH/Re® AMX INT8=1,56, Trg: HEHR 2020 F£ 1 A 1 B (FFIKE=512), bs: FP32=28, HfF/R® AMX BF16=56 ( LB, B ), #EL: https://github.com/intel-
innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-
public, PT: 113, IPEX: 113, oneDNN: v2.7, EFIHE/R 2022 F10 A 24 H#ITHMIN, 8380: BTiR, 2 PRE/Re Ei&e s 8380 AbiEa:, &MTF 1,024 GB (16 #t&/64 GB/DDR4-
3200), ucode 0xd000375, BREK/ROHT A, BRAXERC BHIMEKRAR, Ubuntu22.04 LTS, 5.15.0-27-generic, 1 NE4FRe BSE SC2KG960G8, BERT-Large, #IE:
SQUADII ( FFFIKE=384 ), bs=1(4#/LH), bs=n (BBE/EH ), bs: FP32=1,56, INT8=1,56, Trg: HEEA2020F 1818 ( FFKE=512), bs: FP32-28, HR/R® AMX
BF16=56 ( B3Lfl, 888 ), #ELS: https://github.com/intel-innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66;
ModelZoo: httgs:[[github.com[lntelAI[modeIs[tree[sgr»Iaunch-Quinc, PT: 113, IPEX: 113, oneDNN: v2.7, EFRHF/R 2022 F10 B 24 B#7H0MIH, PT-DLRM: 8480: TR,
B 2 NER/RC 23mC % 8480 MIERWIFBTF A, RAE1,024GB (16 }ﬁﬁ/éaeB/DDRs-woo), ucode 0x2b0000al, BRERI/RC HT A, BRAZER/RC SMIERZAR, CentOS
Stream 8, 515.0, 1 4 1 TB Ef/Re ESE SC2KW256G8 (PT)/Samsun S 860 EVO (TF), DLRM, #32: bs=n ( B¥&/EH] ), bs: FP32=128, ZHKF/R® AMX BF16=128,
RO AMX INT8=128, illl% bs: fp32/9&‘%d\® AMX BF16=32K ( B152f, 5 Criteo TB #UiREEE, 1EZ: https //github.com/intel-innersource, frameworks.ai. pytorch.private- cpu/
tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https: //qlthub com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EF
BU9/R 2022 & 10 A 24 BFH{THONAT, 8380: PT&, 2 EH/RC BEe S 8380 A2, N7 1,024 GB ( 163%M/64 GB/DDRA-3200 ) , ucode 0xd000375, EAEMERE HT A,
BEEERC SMMEZA, Ubuntu 22.04 LTS, 515.0-27-generic, 1 N E4F/R® EZ& SC2KG960G8, DLRM, #IE: bs=n ( 8/ ) , bs: FP32-128, INT8=128, %
bs: FP32=32K ( BBSCfl, B8§&), Criteo TBUREEE, #E22: https:/github. com/lntel innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b76
6a66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EFZ4/R 2022 &F 10 B 24 B#THNK, PT-ResNets-34:
8480: BTiR, &2 MNRR/Re e A% 8480 AIERMWIFEFTFE, BMN7F 1,024 GB (16 #Ei&/64 GB/DDR5-4800 ) , ucode 0x2b0000al, RARKIRO HT HBAR, BARE/Re &M
EEAR, CentOS Stream 8, 515.0, 14 1 TB H4$/Re EZE SC2KW256G8 (PT)/Samsung BEIZE 860 EVO (TF), SSD-ResNet-34, HIE: bs=1 (4 %/h) , bs=n ( &/,
bs: FP32=1112, HH/R® AMX BF16= 1112 FRRO AMX INT8=1112, ¥4 bs: FP32/EH/R® AMX BF16=224 (#56l, 8§ ), COCO 2017, 4EZE: https://github.com/intel-
innersource/frameworks.ai.pytorch.private-cpu/tree d7607bdd983093396a70713344828a989b766a66; ModelZoo: https://qithub com/IntelAl/models/tree/spr-launch-
public, PT: 113, IPEX: 113, oneDNN: v2.7, EFZERE/R 2022 F10 B 24 H#{THMNK, 8380: HETi&, 2 NREIRe Eige A% 8380 AR, BNTF 1,024 GB (16 #Ei&/64 GB/DDR4-
3200) , ucode 0xd000375, BAERIR® HT HA, BREREF/Re SMIMEEA, Ubuntu 22.04 LTS, 5.15.0-27-generic, 1 NE4H/R® E7SE SC2KG960G8, SSD--ResNet-34, HIE:
bs=1(4#/3H1 ) , bs=n (BE/ZHI) , bs: FP32=1112, INT8=1112, & bs: FP32=224 ( S3Hl, 8§ ), COCO 2017, 4E%: https://aithub.com/intel-innersource/frameworks.
ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https:/ﬁ;ithub.com/lnteIAI/models[tree[spr-launch-gublic, PT: 113, IPEX: 113,
oneDNN: v2.7, EFEH/R 2022 £10 B 24 B#H{THMIK, PT-ResNets-50: 8480: HTi&, F#E 2 NIER/Re F|e & 8480 LE%%E‘JHEEF—TF’S, SATF 1,024 GB (16 f#ElE/64 GB/
DDR5-4800 ) , ucode 0x2b0000al, BAZEEIRe HT R, BRARE/Re SMIMEZAR, CentOS Stream 8, 5.15.0, 14 1TB REE/Re EZE SC2KW256G8 (PT)/Samsung El7SE 860
EVO (TF), ResNet-50v1.5, #IE: bs=1(41%/%%), bs=n ( BiE/EH), bs: FP32=1,64, /R AMXBFI6= ]64 9&4%4\®AMXINT8:],1]6, %k bs: FP32, 4R AMX
BF16=128 ( BBSLfl, B8% ), ImageNet (224 x 224), #EZ2: https://github.com/intel-innersource frameworks.ai.pytorch.private-cpu/tree/d7éO7bdd983093396a70713344828a989b76
6ab66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EFZ4/R 2022 & 10 A 24 B#HTHNK, 8380: BHx, 24
TR E3g0 A% 8380 {tIEEE, BATF 1,024 GB (16 iEt#/64 GB/DDR4-3200 ) , ucode 0xd000375, FRHIF/ROHT HA, BREEERC MMERAR, Ubuntu22.04LTS, 515.0-27-
generic, 1M EfF/RE EAE SC2KG960G8, ResNet-50v1.5, HIE: bs=1(4#%/Sfl), bs=n ( B/ ), bs: FP32-1,64, INT8=1116, Jll% bs: FP32=128 ( Hs2fl, #5K ),
ImageNet (224 x 224), {EZE: https://qithub.com/intel-innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https://
github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EFRIE/R 2022 % 10 A 24 AN, PT-RNN-T: 8480: BTh, & 2 MEE/RO
EEE®§E§84801$2%§E‘JHE§F‘"E‘, SR7F1,024 GB ( 16 fEl&/64 GB/DDR5-4800 ) , ucode 0x2b0000al, BAZR/ROHT AR, BRARK/RC BMIMEKXAR, CentOS Stream8, 515.0,
141 TB ZE4§/Re EIZS R SC2KW256G8 (PT)/Samsung El75# 860 EVO (TF), Resnext10132x16d, #E: bs=1( 44#%/36l) , bs=n ( BE8/LH ), bs: FP32=164, HHR/R® AMXBF16=1,64,
Q&ﬁdx@’AMXINTB 1,116, ImageNet, #EZ2: https://github.com/intel-innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66;
ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EFHEH/R 2022 &£ 10 A 24 AHTHONE, 8380: BFHH, 2 NER/RE
E&%Eﬁ%soiﬁ%%, 2771024 GB (16 #&#&/64 GB/DDR4-3200 ) , ucode 0xd000375, BRAEA/ROHT AR, BRARE/RE EMIMERAR, Ubuntu22.04LTS, 5.15.0-27-generic,

DERF/RE EISE SC2KG960G8, Resnextl0132x16d, #HE: bs=1(41#%/3E6]) , bs=n ( BIE/EH ), bs: FP32=1,64, INT8=1,116, ImageNet, #EZ: https://github.com/intel-
|nnersource/frameworks.ai.pvtorch.private-cDu/tree/d7607bdd983093396a70713344828a989b766366; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-
public, PT: 113, IPEX: 113, oneDNN: v2.7, EFZF/R 2022 F10 B 24 B# TR, PT-ResNext101: 8480: H¥im, F& 2 NEFF/RC 2380 A% 8480 N ERNIEETT R, BRE
1,024 GB (16 #i#/64 GB/DDR5-4800 ) , ucode 0x2b0000al, BRZEAR® HT AR, BRARER® SMINEKRAR, CentOS Stream 8, 5.15.0, 141 TB RHEF/R® E7KE SC2KW256G8
(PT)/Samsung EIZ5# 860 EVO (TF), ResnextlO132x16d, bs=n ( HF&/SLH] ) , HE: bs: FP32=1,64, FF/R® AMX BF16=1,64, HH/R® AMX INT8=1116, 1EZ: https://github.com/
intel-innersource/frameworks.ai.pytorch.private-cpu/tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-
public, PT: 113, IPEX: 113, oneDNN: v2.7, EF&EHR 2022 £10 A 24 B#{THIMIL, 8380: TR, 2’|‘§ﬁﬁ'\®§§§®%ﬂ%8$80&ﬁ%§ S R77 1,024 GB (16 #&f&/64 GB/DDR4-
3200) , ucode 0xd000375, BRAER/R® HT BAR, BRAER/RC SMIERAR, Ubuntu 22.04 LTS, 5.15.0-27-generic, 1 MNEE4F/Re EIZSE SC2KG960G8, ResnextlOl 32x16d, bs=n
(BRER/BI ) , #IE: bs: FP32=1,64, INT8=116, #EZ: https://github.com/intel-innersource/frameworks.ai.pytorch.private- cpu/tree/d7607bdd983093396a70713344828a989b76
6a66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 1.13, oneDNN: v2.7, EF®E4/R 2022 £10 B 24 H#TFHMNK. PT-
MaskRCNN: 8480: HTiR, fif 2 NHEFF/RC EiR0 Hid 8480 WERMIFBFFA, HMTF 1,024 GB (16 #&H/64 GB/DDR5-4800 ) , ucode 0x2b0000al, BRAZRI/RC HT BA, BFA
FRFRO BINLEZAR, CentOS Stream 8, 515.0, 11N FAF/RE EZH SC2KW256G8 (PT)/Samsung ElZS#& 860 EVO (TF), MaskRCNN, #E: bs=1 (4 4%/ ) , bs=n ( BH#/EH]) ,
bs: FP32=1112, F4F/Re AMX BF16=1112, ll& bs: FP32/%HF/Re® AMX BF16=112 ( BSLfl, B§&), COCO 2017, #EZ: https://github.com/intel-innersource/frameworks.ai.pytorch.
private-cpu/tree/d7607bdd983093396a70713344828a989b766a66; ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7,
ETFRE/R 2022 F10 B 24 B#{TRNIL, 8380: £T5/R, 2 MNREHRO Z53° fid 8380 1R, HM7F1,024 GB (16 #i#/64 GB/DDR4-3200 ) , ucode 0xd000375, RAZAEFROHT KA,
BRRERe SMINERAR, Ubuntu22.04LTS, 5.15.0-27-generic, 1A /RO BIAE SC2KG960G8, MaskRCNN, HEE: bs=1( 44%/32fl ) , bs=n (BEE/ZH) , bs: FP32=1112, %
bs: FP32=112 ( 88Lfl, BE&), COCO2017, 1EZR: https://github.com/intel-innersource, frameworks.ai.pvtorch.private-cpu/tree/d7607bdd983093396a70713344828a989b7ééaéé;
ModelZoo: https://github.com/IntelAl/models/tree/spr-launch-public, PT: 113, IPEX: 113, oneDNN: v2.7, EFZH/RTF 2022 £ 10 B 24 BFHTHNRK, #HIE: ResNet-50 v1.5:
ImageNet (224 x224), SSDResNet-34: COCO 2017 (1200x1200), BERT-Large: SQuUAD1LI(FF5I4#E=384), ResnextlOl: ImageNet, MaskRCNN: COCO 2017, DLRM: Criteo TB
HESE, RNNT: LibriSpeech, lllZ: ResNet-50 v1.5: ImageNet (224 x 224), SSD ResNet-34: COCO 2017, BERT-Large: #EER 2020 418 18 (F5#E=512), DLRM: Criteo
TB##EEE, RNNT: LibriSpeech, Mask RCNN: COCO 2017.

¢ FF INT8 MikMMHBEE: TensorFlow ResNet-50 v1.5, #I2: BS=116 (INT8), BLHI/E, oneDNN v2.7, EIEZERO LMK TensorFlow 210, EFEE/RIZF 2022 £ 10 B
24 B (E=RMEMRIRRe 2350 i BLEE ) M1 2022 £7 A19 A (E-RME—NRE/Re Zige oy BIER ) BTHNE, BHRE: FNRKRN/RC Zge T RUEREHERS
(BM) : EB& 2 MERRe E38C i€ 8480 IRRMIER/F=FA[56 #%, 350 W #iZITINFE (TDP)], 1TB ( 8 @i&/64 GB/4800 MHz ) i) DDR5 iBMF, M BKC 01, {ERZER/RE AMX/
INT8 #] BF16, CentOS Stream 8, Z4¥/Re AMX W#% (5.15), MiXERATgEARRE, F=RIER/Re Zige T RUEREHERE (SN ) : BT, 2 MNEFRO ERe HiE 8380 L (40
#%/2.3GHz, 270 W TDP ), 1TB ( 8#H#t#/64 GB/3,200 MHz ) DDR4 2 A7F, ucode Oxd0002f2, BRZEF/ROHT KA, BRHEE/Re BMMERAR, Ubuntu20.04.2 LTS (Focal Fossa),
5.4.0-73-generic, 1 NEHFRe EAE SC2CWAS0AS BER AR, B_REHRe Sige i RURSEARE (S0) : £Th, 2 MURe 280 ¥ 8280 AL, 284, HIFRC HT
BAR, BRAZRERe HANERAR, 384 GB BATF (12 m‘/sz GB/2,933 MHz), BIOS: SE5C620.86B.02.01.0013.12152020065 ( ucode: 0x500320a), CentOS Stream 8, 4.18.0-383.
cl8.x86_64, HAFRe Zige i RAAEREHER (B0 ) : BT&, 2 MEU/Re 2580 % 8180 RITHE, 281%, FIFRC HT KA, BEIRC BHMREAR, 384 GB RKE (12 #H1#/32
GB/2,666 MHz), BIOS: SE5C620.86B.0X.01.0117.021220182317 ( ucode: 0x2006b06), Ubuntu20.04.2LTS, 5.4.0—73—generico

7 BEFRI% CPU BHIER TRNRIZE RN A RHTERFES + 2INGENEMIEELEEN, BZE 2021F 8 A, BaIFAa#/REERIBEL www.intel.cn/Performancelndex ( BifE Events IR
THJ Architecture Day 2021) , £RATEEARE,

8 HXLIRNLP MiB#ARISE BHRIR: Fortune Business Insights, “Natural Language Processing (NLP) Market Size, Share & COVID-19 Impact Analysis, By Deployment (On-Premises, Cloud,
Hybrid), By Enterprise Size (SMEs, and Large Enterprises), By Technology (Interactive Voice Response (IVR), Optical Character Recognition (OCR) Text Analytlcs, Speech Analytics,
Classification and Categorlzatlon) By Industry Vertical (Healthcare, Retail, High Tech, and Telecom, BFSI) and Regional Forecast, 2022- 2029”{F§E 2 (A, =i RS ). BWHiE

(RNEWAARENW ) | RRIZERNEENE (VR). AFFFIRG (OCR). XA, BEHT. 2E] TUEENEHIET, TE, SR, n&iﬁﬁ\ %mﬂﬂﬁ%ﬂ{%ﬁ (BFSD]& 5!
it 2022 = 2029 EE?’&E%—?&E (NLP) HiniitE, HERRFESZMNoREXEFNE. 20214 6 B, fortunebusinessinsiqhts.com/industrv reports/natural-language-processing-nlp-
market-101933#,

SERRMRESERER. BEENHMRRNERXM, ESERIBEA www.intel.cn/Performancelndex,

MAENTERETFREERPRNEE#THONS, BIEHFRRRAEAATANRLEN. HEESHRBEERRE. RECA”KNAHRBNREMN, BEMANERTETR.
REREAFRERERAENS. RERBERS.

FRRATRHAETE=FRIE. BEHEZNS, BRRMKER, ARARRKIERTER.

O FRRATMANATE, FFR, ERFRANR RS RERRRSRARIEFARNER. RS MRS LR MR EENE.

1222/SO/PRW/PDF EEMFIA
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Fo5ER

HIFI/R® ZE5H® CPU

Max % 5l

BE+E, BEALISRE (AD) BEANMA, BEEAKXIIEERK, ERFERRAZKER
HUERT R, W TEABMERARERSIEH. RIFRe EiE© CPU Max RIIREE,
ERFFRe Z@e LEMRRE, ERRFRAE——1TET x86 FUARARHFENEFN
CPU R3l, aJRHMMEAFERIEMZHTEM A TEAH,

intel.

XeON

MAX SERIES

47

MRSTIRE L AR ERAEENEDET REEANE SRR, BEIRITET
BERME, BEHERRIAREFTNLSLERE. BARZHEN AINEHNHSRS
TRENARBWURZHENBREEFNSE, BARE " MZEEMNEE" RNRRT
. RANRZHERGHEES, NMRKEEETEHNFETE RO TELHHETL
7, BERTREEREE, AENETHEREE, ALETEEAREIRN/NEAZ
(kernel), BLENFBEXFBRIEATLENAENR; EXSTERIEEANIIESE.

REFRO 23] CPU Max RIIRASHERE (HBM), HHEK/RC Eig0 i RE

[RIGEINFNE, STHEE. ATHE. REZEI. BEHENEESTSEES
SR TR, TIEMBIEEE, MEFHRIN.

ERWR, HEifittee
HH/RO BRO CPU Max RFURMEHMEN, XR—RFITRFA T AN,

BREREZHNZ. ZENI/O ERNEFESR, UMRIMEREARIMHAEINEE,
HAF/RE EIR® CPU Max R BB A T4

= ZJA56 1 P-core (1488 ) : NiZMH 4 NMNEHRER, RARFROBRARNZTH

BEEFER (EMIB) SARNER, IIFEH 350 W,

» 64 GB BHEITEMRNTER PCle 5.0 fI CXL1.11/0, FEiF/Re Eige CPU Max &% &

BYESESENE (HBM)
RE, THEASKENR ::
S HETEAENER, 5 =]

. S5Hf CPU L, 7EEM W &6 45
Numenta B Al AR #T B E ﬁbhﬂ'

EEE (NP i, Reh SRSt G
BAEF (HBM) MBAIERS EAFHESESTLE )

1A 20 1SR MERERR H2. TEEEAF/RE FIFO CPU MAX RFIR IR 5INERHIE/RO
Zig0 14 8380 AbIELAALL




FEamiE et | E4§/Re E58© CPU Max 271

hniEF 7 eI FR

XFRFIRBRI. SVARBHEHEN. EARERE Z538° CPU Max RIIFIFEMARE/RC Zige Al RAIERE, BTERRE
RRERAN TEARAFENMLESEN, TUFHSMEHEBNRNENRSFNAA. SIUMAERERZTEMN Al TEAHHX
IR, 1S CPUERNME. FEINFE, IMESHRERIRE (ROD:

= FIFRC BT R ( Intel® Advanced Matrix Extensions, Z4/R® AMX ) : HEF/Re AMX f EEINERETF CPU HRE
SIWIEMINEG, MNMHE—SRFA AlERE, 5HEEF/Re BREKET R 512 ( Intel® Advanced Vector Extensions 512, H4F/Re
AVX-512) #tt, EEHITINTS/INT32 EiNzERN M EEELSIRS 8 25,

= S /Re BURTRINESR ( Intel® Data Streaming Accelerator, /RO DSA ) : TEIINEREIE G, RANIESER TR
HAUMERE, 7EER NVMe over TCP Y, Z4F/Re DSA AILUGELE IOPS IRASIA 79%, GRS IA 45%%,

= FRe FREEN R 512 ( Intel® Advanced Vector Extensions 512, F4F/R® AVX-512 ) : BT KRS SEIMIEEERA, FEKX
HBEFMEZHEHEREEIR, HEMRABE. AUREFEY. 3D BESAITMUREMBERTERENEK, HRRO AVX-512 2&
I x86 REIELE, FIAEKTANIHEESIRHAIERE,

/O HINFFRAAREE:
-DDR5: DIESAEHERRAERD, ReitHEE. 5 DDRA ML, DDRSNERRSZA15 B

-PClExpress Gen 5 (PCle 5.0): #W3R2HB I/ORE, 17 CPU MIRBEZEALMESHELRE, FOREKF/Re Eige a[if B
A IB R A HEF/RO E58O CPU Max R 5 IEBEECERZIA 80 £ PCle 5.018iE, HI/OWER PCle 4.0 FIF{E4,

- Compute Express Link (CXL) 1.1: I#{SMZHEZRE, FHEMMINERSIEIT,

SRR ERC FATMEMES: ATHIRREE (Socket) EERRE, TTRIVFEFF/RC E3B© CPU Max RIIIRIRRIMNE
FORREFRe Zge I BFE, AREASHMEBLEPEBLETELNB,

RiBMI SR EM A TERSH
HFRO FJE CPU Max RIIMIBRABHEBNREY, TRIELFEARNEE, EFANNEFEIARE ST

R HBM'HEN: ZEAXFAFRERKTET 64GBMT
EAE R SZ1 £ 2 GB NART RED, RN EREENNRG

HIF/Re Zi®® CPU Max &7l

FSMDDR, B EMHRS. P 3256
*“HBM Flat"@z: ZEXAHBEANEE RN AR HEMze %5 bace
E;ﬁnl‘ﬂz’ Eﬁﬁ HBM *ﬂ DRAM E{Q—Azpﬁmﬁgm (ﬂat HBM %x{giﬁﬁz 3200 MT/S
memory region), ERAFBREREZRATF 2GBHWILIELH,
— o ‘ DDR5 B A (Mm% 4800MT/s (11 DPC)
fERZIER AT AT RE R E B BN S, N RARE 4400 MT/s (24 DPC)
“HBM BEF"HE: SERANEBIEEZRAT 64 GBHEZ piIERE AMX, 4 PHH/RODSA

REBRAT 2 GB N IIEREMILLE, ERZERN, TRE

Al/ML$ES INT8 #1 BFLOAT16
MK, B HBM AI4E73RE DDR WES. [MLEES

S RAMER it HH Al TEAEH

BANEE/R® 580 CPU Max R RII5BE oneAPI HIZHE, oneAPI 2—1M 44—, ETRENANRNBERREER, TR

BEFAHBEDIEE, FRARFMNAERE/RC oneAPI TEEGNEERSFENHN T A TAEN, ITEESMENBTRERT

" H. BETEMAINA, HAXEHBTIT. AENT R, SERBEEEREN. SE&E. STIHTNREMR

1 WAEMAERAR, ILEBRMEERNEEARZTEMANSEEE. SN, NETEBREMNZTERERF

- RAGTE, FHRERTEORES/RC Zige o RBGIESRRIERF/RE E58© CPU Max AR5 IE23IRHEF
oheAPI ##tEndfiIAmERE.
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FEEiE T | i /Re Z38© CPU Max &7

H4F/Re ZEIRE CPU Max RFI bR

o = = BRF/R® SGX
9480 56 19 2.6 35 n25 350 B 4800 512 GB
9470 52 2 27 35 105 350 R 4800 512 GB
9468 48 21 2.6 35 105 350 IR 4800 512 GB
9460 40 2.2 27 35 97.5 350 B 4800 128 GB
9462 32 27 31 35 75 350 TR 4800 128 GB

WETHRSEMER, Fhi

intel.cn/content/www/cn/zh/products/details/processors/xeon/max-series.html

intel.

' BAIEAE/BEERIER intel.cn/performanceindex ( HifE Events BT T Supercomputing 22 ) , R TRERFE,
2 Numenta BERT-Large
« TAF/RO B3RO S 8480+ IER: ETF 2022 £ 11 A 28 H Numenta FIEIMIE, BTR, 2 MEKRO E]O HS 8480+ 42, 512 GB DDR5-4800, Ubuntu22.04 R#%5.17,
OpenVINO 2022.3, £ Numenta ffi{t#) BERT-Large, FFIKER 512, #ANA1

= JHF/R® E58© CPU Max 9468 2328%: EF 2022 £ 11 B 30 H Numenta FTBUIIE, BT R, 2 MEFF/RE E58© CPU Max 9468 22§, 128 GB HBM2e@3200 MT/s, Ubuntu22.04
A% 5.15, OpenVINO 2022.3, £ Numenta fi{Li) BERT-Large, FFFIHKEN 512, #tA/NA1

3 SRR F4FRMIL P-core ( MBER ) BRAFIATIERD A XK /R AMX HH#R, “MEEIE R 2021 FHAF/REMAB", edc.intel.com/content/www/cn/zh/products/performance/
benchmarks/ ( BifE Events iU TFE Architecture Day 2021) ,

+ BBERIER www.intel.cn/Performancelndex, EFMERERZERER. BEMHEMBRRNEZRXMW, LRTETE,

MEENNEARETFREESPERNBBHTIONS, BATEFRRMFAEAFTANZ2ENH, REEM-RRAHERETLTEN.

B RATRN DT E=ARE. BEFREZANS, FOEMKERE, HRARRBERSER, RERBATESERRENS. RERHERS.

© KB RABRNAE, ZER. ZRHRITANEEMZESRERRESRADREFATNEF, RS RASETEREMMEENE.
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O &~ /\
aaial? |
EERERE
HAF/Re Eige ol R TERS

intel xeon

RIF/Re 25| 28] IFTINE,

SRR BE R

FRF/RE B3R CPU E&Z MRIF/RO B2 5| ZE (Intel® Security Engine),
AR HEMRENRERT, HBEMRIPEUBNE LS KBEM,

RF/Re Eige i RESSFNNET BRA T ERIRENAZRER
HRRBURRILFEIRP

WS, WEFENERRSTRRIERTNZGEE2TWHRIRERCE, A, BUEH
BRRIPAENESZCHZ2HFEALERIANFRLTFERARSH, £XMERT,
ATRAMER. BFRHMEMRZSHRBEFERSHHRIANL. REZRER
SARBHEREMER.

ERANBETEEAR, BWITHARBREIERRERER, AEEAFRYEHRT A R
%, MASRAMABEREAEMNRY. SELHARRSRER. WFILRET Tk
FHFRERFAMEERTAOMMEMBERNRNEE, NBETERARAEWHRETFIAL
RBIERSTATRE,

EEFNEREE/RC £330 A/ ROCERNRSEP, RO RGBT B (Intel®
Software Guard Extensions, Z4F/R@ SGX ) T¥HAIIESA 1 TB HERE, Al
AEREERAARBEMBEENNACNETESNE, ARMIISHGER, RIMEEE
EBERARE A SRR ERMNE,

ETFRIGRe EZge i RUEBNRERA, WERNEURED,
EIREFIER

HIEREN R ESHL RN D, MENEVFER SR A RN ERROMHNEE, B2
JIGEBRWIERN Al RE, W ATFBRIETMETEHNES, PRBURRLAWS
ARNEWEERFER. Bk,

HF/Re Zige I RGEFNAERERRA YR ( BEFR. REALTEEZ
THEIE ) ®REPM, EETRTHH, HMBHEWILRSES K. /R SCX 2
REFRIIBERAK, SEBAMFRIPERTREE, ERRE/RC E80 AT RGESRNE
WA MR AT Al SRR FIBREURELE, MEBEREA/Re SCX BIRIGIEIZ R
HIEZ 2T, IENRERRTRBDEVERREBRBIBRAL TFRERTSHRIR
T, AR KEEMNE.
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FRIENT | TR RESIZMH IR, HREURRP

fEEZRFRO SGX FIFKF/Re TDX,
=TS

MZER/R® SOX RUXFINE T HAISHUARE. BN
(VM), BEADNERANKERSE. TIEEERK. DETR
AR, EHERRE SN HSRBRLRENTENRS
MESNRN, FRERATBSELE. REENNERRAN
RIERG, BERRREA.

RERE SGX EWTZHENMR, RRIEFEFOIEHITHFE
(TEE)WEERASLI, EBARRDRAANNIEE. KR
Ege A RGCEBNI—FENESHSHLSEENZTHE
BADRRHTEEXE,

RRe SOX RUETEHNREMALRE, TBEITRANAR
BEABHDRIPEATROEE. ARARTESRIFEERKHE
MEETHREENIZ, A HERITEREREURNERIE, A8
RENANZEEARPERERONZE,

FF/RIEHH SE4%/Re Trust Domain Extension ( Z24%/Re TDX ), #
—SRAHMRIPES, X—2WTEET 2023 FHRBIRIETRS
RUEACWEELW (VM) BERHEFEELRFNZRE, 25
‘Re TDX TPREFPHRERAHNEIWINARS=REN. RAE
BT ARNEMEMNEER, SATE/Re TDX HIEEE
FEEZHRO SCX NARHERELAAX, {BRKFRe TDX BEE
BEMWLER A RS $IE ST HITAIEE BN EIE,

TR RN EZ T ERARFTRABHERIF/RC SGX FMZER/R® TDX
T, ATFERIERENFTENRZERS], HEEESHWSE
RAMEELENEK.

HRF/Re SGX Af

[: S ulll

ATIEE AN/ R ZEMigHE AENSHEIE/
#3 (ML) migRsESRGE SHAM

ERANMUME S REMABZAFWE ZRSHERRMLE

RFREZTHRE — AEBUENHE, HiEAFRDE, BE
BENEESETN NS5 PREBIBRRTRE
HIERRRSL. NN
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ERPMINRG: R§Re Zge ol BLIESREHETS
fREE, BhiEEIFREHIE

FHF/RO SGX FIZ4F/Re Zige o BANIERTLNERER
LSS (Nationwide Building Society) $t¥iiEdt
HWTREP" (KYC)E@EM, HHAMRE,

TR

EYZERIAZH AR /Re Eae o BAGIERFERe
SGX ffift 3DResUnet FELEIER, MEXER: MEDS
HWMFEERARIRFH.

PRSI >
Mz BREE

L P

KB

BiE
RAEEER

CPU/RfF

RRRE
SGX

1. /RO SCX B SRR E AT ERIA 1 TB kit
B, FEMRIPEREIE,

a [ <

RETHER
ERRe RrEE  mEraeE. iy (NFV)

FIEMEMNEERS 5. SEZANBAE R RATR
1R (HSM) HUTDBE,

XiReE RIRINEEE ML

ERORSRLERIZ 2, (BN



FrEmiEST | TR RESIZMADUFIE, IHERBURRE

FIARR/Re BN EEGMESER M, =#H
HURGRIPIERE

WS, FRTREAFRNE, BREPOTMKEINZRRRRP ME
&, FRENBIEERESHE. BENEEANEAR, CPURE
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